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Abstract—Context: Free/Libre Open Source Software (FLOSS)
communities consist of different types of contributors. Core
contributors and peripheral contributors work together to create
a successful project, each playing a different role. One-Time
Contributors (OTCs), who are on the very fringe of the peripheral
developers, are largely unstudied despite offering unique insights
into the development process. In a prior survey, we identified
OTCs and discovered their motivations and barriers. Aims: The
objective of this study is to corroborate the survey results and
provide a better understand of OTCs. We compare OTCs to
other peripheral and core contributors to determine whether they
are distinct. Method: We mined data from the same code-review
repository used to identify survey respondents in our previous
study. After identifying each contributor as core, periphery, or
OTC, we compared them in terms of patch size, time interval
from submission to decision, the nature of their conversations,
and patch acceptance rates. Results: We identified a continuum
between core developers and OTCs. OTCs create smaller patches,
face longer time intervals between patch submission and rejec-
tion, have longer review conversations, and face lower patch
acceptance rates. Conversely, core contributors create larger
patches, face shorter time intervals for feedback, have shorter
review conversations, and have patches accepted at the highest
rate. The peripheral developers fall in between the OTCs and the
core contributors. Conclusion: OTCs do, in fact, face the barriers
identified in our prior survey. They represent a distinct group of
contributors compared to core and peripheral developers.

I. INTRODUCTION

Free/Libre Open Source Software (FLOSS) projects have

long been a source of interest. Contrary to conventional soft-

ware projects run by companies who pay developers to work

on them, FLOSS projects offer no direct compensation to the

contributor. Nevertheless, developers still offer their time and

expertise to contribute to these projects. As a result, FLOSS

projects develop software that can compete with commercial

software, such as Firefox, or even dominate the market, such as

Apache’s web server. FLOSS projects consist of two types of

developers: core members who drive the project and peripheral
developers who contribute code and fix bugs.

One-Time Contributors (OTCs), those who have success-

fully contributed a single code commit, are the most peripheral

of the peripheral developers [5]. Some OTCs never intend

to become long-term contributors; others are influenced by

factors in or outside of the project to make only one suc-

cessful commit. Through fixing bugs or offering new features,

these peripheral, newcomer contributors offer valuable code

to the FLOSS projects. While the motivations of core and

peripheral contributors have been examined before [4], [8],

[9], researchers have largely neglected OTCs. However, they

can provide valuable insight into those developers on the very

fringes of FLOSS projects.

In our previous work, we surveyed a group of OTCs

identified from a series of FLOSS projects to determine

their motivations for contributing to FLOSS projects and any

barriers that stood in their way. The survey results showed that

OTCs’motivations were (1) extrinsic - fixing a bug that was

blocking their work and (2) intrinsic - the desire to scratch an

itch or to meet a requirement of their employer. While some

respondents faced no barriers (they did not contribute again

because there were no other bugs in their way or because

their employer no longer needed the project), others reported a

number of barriers that prevented them from continuing to con-

tribute code. The foremost barrier was time, followed by the

process of contributing, which was often poorly documented

or very complex. Other OTCs indicated that they were ignored

or that it took a long time to get their code reviewed.

In addition to our survey results, a review of the literature

identified other issues that might face OTCs. These issues

include a low acceptance rate and difficulties with social

aspects of the project [1], [8], [11].

Therefore, the goal of this study is to gain further insight
into the behavior of OTCs, validate the survey results, and
understand whether research findings about peripheral devel-
opers also apply to OTCs.

We achieve that goal via data mining of a series of FLOSS

repositories. While the survey only sampled the population

of OTCs from the subject projects, the data mining approach

provides insights based on all OTCs identified in the project

repositories. Through data mining we can analyze quantitative

data at a level not possible from the original survey data. The

FLOSS repositories holds rich, valuable data, including code
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review data, that assists in capturing the whole picture of the

OTCs contribution. These results should help to validate (or

refute) the survey results as well as to provide insights into

the overall behavior of OTCs.

The primary contributions of this work are:

• Understanding of the differences of the level of in-

volvement among core, peripheral, and OTC FLOSS

developers;

• A comparison of the patch size and interactions during the

review process among core, peripheral, and OTC FLOSS

developers; and

• A description of how OTCs are treated relative to core

and peripheral developers with regard to project respon-

siveness and acceptance rate.

The paper is organized as follows. Section II overviews

background research in this area. Section III reviews the

results of our motivating survey. Section IV enumerates the

research questions. Section V describes the methodology.

Section VI provides the results. Section VII discusses the

results. Section VIII addresses threats to validity. Section IX

concludes the paper.

II. BACKGROUND

At the center of FLOSS projects, the core contributors are

those who have been with the project for a long time and

contributed a large number of patches to the project [3], [15],

[16]. These contributors may be contractually obligated to

contribute to the project (e.g. Google pays some employees

to make contributions to the Android project) or may simply

enjoy contributing to the project on their own. Many contrib-

utors are hobbyists, who view their contributions to FLOSS

projects as an enjoyable pastime. Core contributors are usually

aware of more of the project than other contributors and may

participate in setting the direction for the project [4], [10].

Next in their level of commitment to the FLOSS project

are the peripheral contributors, who do not remain part of

the FLOSS project for as long as the core contributors and

contribute fewer patches during their tenure at the project. Typ-

ically, peripheral contributors: contribute bug fixes, add to the

projects documentation, help refactor code, and advertise the

project to obtain new contributors [8], [9]. OTCs are a subset

of peripheral developers who only have one code contribution

accepted to the project repository. Finally, Casual Contributors

are also very peripheral contributors who have made one or

fewer code contributions, but may have contributed in ways

that do not directly include code [8].

Each type of FLOSS contributor sees different motivations

driving their participation in FLOSS projects. For core contrib-

utors, intrinsic motivations, such as gaining enjoyment from

creating code or giving back to the project, and the motivation

to attract future contributors are the driving forces [10]. Con-

versely, for peripheral contributors, extrinsic (or need-based)

motivations, such as fixing a bug that is blocking their work

or adding a new feature to help their work, are the driving

forces [10]. OTCs and Casual Contributors derive motivation

from both intrinsic motivations, such as the enjoyment gained

from writing and contributing code, and extrinsic motivations,

fixing a bug that was blocking their work or ’scratching and

itch’ [5], [8].

Even with these motivations, newcomers to FLOSS projects

still face a number of barriers when making their first contri-

bution. OTCs have successfully contributed code to a FLOSS

project, therefore they have succeeded despite these barriers,

although some may have made prior contributions that failed to

be accepted. Steinmacher, et al. identified 58 barriers standing

in the way of FLOSS newcomers [11]. Our survey showed

that some of these barriers, such as difficulty in setting up

the projects environment and being ignored, stand in the way

of OTCs as well [5]. Casual contributors also shared many

of the same barriers OTCs faced even when contributing

only documentation or other non-code contributions [8]. These

barriers can be strong enough to make a newcomer give up

on committing, or to cause an OTC to stop contributing after

one commit [12].

III. MOTIVATING SURVEY

This paper is primarily motivated by the results from our

own previous survey on OTCs [5]. In that study, we defined

OTCs as subset of peripheral developers The goal of the survey

was to understand the impressions, the motivations, and the
barriers of OTCs in FLOSS projects, especially as it related

to why OTCs had not contributed a second code patch to their

respective FLOSS projects.

To gather this data, we mined 23 popular FLOSS projects

that used the Gerrit code review tool. By selecting projects that

used Gerrit, we ensured that all submitted patches would be

reviewed prior to acceptance and ensured that the repositories

had appropriate data. We used participation in the project,

as captured in the code review repository, to select only

participants that met the definition of an OTC (that is, had

only one successful code contribution). Of the 3,500 potential

respondents, 174 completed the survey.

Based on the goals of the survey and previous literature in

the area, we defined the survey questions. The survey consisted

of a series of demographic questions and a series of open-

ended questions about their impressions of the project, moti-

vations for contributing, and barriers they faced in contributing

or that stood in the way of future contributions. The study was

analyzed by hand; results from the analysis were compared

between authors until the inter-rater reliability score was 1,

meaning they fully agreed on the results.

The results of the study showed that most OTCs had positive

impressions of the other project contributors, including that

they were skilled, friendly, or helpful. However, some had

negative impressions. These negative impressions included

that the other project members were busy, unresponsive, or

unfriendly, and that OTCs were ignored by other project

members.

Regarding their motivations for participating in FLOSS, the

results showed that OTCs were motivated by both intrinsic,

or internal and enjoyment-based motivations, and extrinsic, or

need-based motivations. While they most respondents often
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contributed to fix a bug, an extrinsic motivation, the second

most common motivation was the intrinsic desire to share with

the community. Some respondents also contributed because

they were being paid to contribute or to add a new feature

that they personally needed.

Regarding barriers faced by OTCs, slightly more than half

of the respondents indicated they faced barriers that caused

them to give up. These barriers included: time; the process

of contributing or entering the project, such as setting up

the development environment or navigating git to submit a

first patch; the project’s license; and a lack of knowledge,

whether it be programming knowledge or knowledge about

the project. Of those that faced no barriers, the most common

reasons for no longer contributing were that they had nothing

else to contribute, their employer no longer wanted them to

contribute, they never had an intention to become a long-term

contributor, or they no longer used the product.

IV. RESEARCH QUESTIONS

Drawing from the background on FLOSS and OTCs, we

pose a series of research questions to provide a deeper under-

standing of OTCs and their interactions with FLOSS projects.

First, because the primary contributions of OTCs focus on

bug fixing, their patches may be smaller than those contributed

by the core or peripheral contributors, as bug fixes are often

small fixes [9]. The size of the patch can be seen as a measure

of effort. Larger patches with more lines of code suggest

that the patchwriter has exerted more effort, an indication

of increased likelihood of remaining with the project [16]. If

OTCs have large patches, then they may be valuable candidates

for joining the project who were instead turned away by a

barrier. To better understand whether there is an observable

difference in the size of the patches submitted by the different

types of contributors, we pose the first research question:

RQ1: Are OTC patches smaller than other contributors’
patches?

Second, one of the more common barriers we identified in

our survey (Section III) was that OTCs felt like they were

being ignored or neglected [5]. Peripheral contributors can be

neglected and have their patches overlooked by their peers.

Additionally, newcomer contributors can face difficulties in

getting their patch reviewed and accepted, due to a lack of

knowledge about the best project members with whom they

should interact [9], [11], [8]. These contributors often have

difficulties in receiving a timely reply to requests for reviewing

submitted patches, which may lead to their patches being

accepted more slowly [1]. This perception of slow response

and acceptance could be at odds with other research indicating

that small patches are accepted more quickly [14]. If the

answer to RQ1 is ’yes’, that is OTCs submit smaller patches,

then those patches submitted by OTCs should be accepted

rather quickly.

In addition to the speed with which the patches are accepted,

another aspect of being ignored or neglected is whether or

not other project members participate in discussions about the

submitted patch. The more discussion about a patch (and the

more people involved in those discussions) the less likely it is

that that submitter will feel ignored or neglected.

To understand both of these aspects of being ignored or

neglected, we pose the following research questions:

RQ2: Are OTC patches accepted slower than other contribu-
tors’ patches?

RQ3: Do OTCs receive fewer comments and have fewer con-
tributors comment on their reviews than other contributors?

Third, OTCs may make ’drive-by commits’ or ’feature gifts,’

in other words, commit their code blindly and not return to the

project [7], [11], [13]. These developers have no idea whether

the code gets accepted, and often do not care. One indication

that an OTC stays engaged in the project until patch acceptance

is whether they participate in the discussion resulting from

the review of their submitted patch. To understand how OTCs

compare with core and periphery developers in this area, we

pose the following research question:

RQ4: Do OTCs reply to their review conversations less often
than other contributors?

Finally, in our motivating survey (Section III) we found that

some OTCs reported difficulties in getting a patch accepted.

To determine whether OTCs had their submissions accepted

at a lower rate than peripheral or core contributors, we pose

the following research question:

RQ5: Do OTCs get accepted at a lower rate than other
contributors?

V. METHODOLOGY

We obtained the data for this study by mining the reposi-

tories of the same projects used to derive the list of potential

survey respondents for our motivating survey (Section III. By

using the same projects, we ensured that we were drawing

from the same population for the two studies. We mined the

repositories from 21 FLOSS projects. These projects ranged

from very large, corporate-controlled projects such as Android
to smaller, unsponsored projects like mahara. We ensured that

all projects were of sufficient size and maturity to have enough

OTCs to make the analysis valid. Small and or immature

projects would be unlikely to have enough OTCs to provide

any insights [9]. In Table I we provide an overview of the

relevant characteristics of the projects included in the mining

study.

The repositories contain: (1) code-review data, including

reviews and review comments, (2) inline comments, (3) patch

data, (4) request details, and (5) data on the contributors

themselves. These different types of data ensure that we can

analyze data related to each of our research questions. The data

in the repositories includes information about all commits that

used Gerrit code-review from project initiation through May-

June 2015, when we mined the data.

Based upon our definition from OTCs as those who have

had only one accepted code commit, we identified OTC
contributors as those who had one code patch marked with
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TABLE I
PROJECT DEMOGRAPHICS

Project First Total Developers OTCs
Name Commit Commits

android 10/21/2008 96217 3339 531

aokp 4/5/2012 24899 362 51

coreboot 6/3/2011 17088 188 34

couchbase 5/5/2010 73415 279 19

cyanogenmod 10/28/2010 128233 2752 364

gerrit review 10/21/2008 29313 539 166

gerrithub 10/3/2013 25699 822 141

go 11/14/2014 7158 303 101

gromacs 7/26/2011 6635 81 16

gwt 10/10/2012 4558 188 72

kitware 8/21/2010 34438 393 76

libreoffice 3/6/2012 26159 482 109

mahara 3/23/2011 8480 97 12

openstack 7/25/2011 325307 5694 1027

ovirt 10/26/2011 72300 399 38

qt 6/29/2011 171131 1523 300

scilab 4/7/2010 30976 62 3

typo3 2/23/2011 72080 1026 144

whamcloud 10/6/2010 15876 212 20

wikimedia 9/7/2011 403901 1116 177

wireshark 1/17/2014 17284 289 104

a status of ‘MERGED’, indicating that it had been accepted.

We identified core contributors as those who had contributed

2% or more of the total code in the repository. We identified

peripheral contributors as those who contributed less than

2% of the total code, but were not OTCs. We chose 2% as

the cutoff because the percentage of total code contributed

usually dropped off sharply below that figure. Additionally,

when we compared our results from the 2% cutoff to those

from a prior social network analysis of a subset of the included

projects [2], we found largely the same results. This analysis

provides confidence that the chosen threshold of 2% for core

contributors is valid.

To extract data from the repositories, we developed a query

for each research question. To validate the queries, we first ex-

ecuted them on the smallest project and manually validated the

results. We chose the smallest project so that hand validation

would be feasible for each query. After revising the queries as

needed to ensure they provided valid results, we then executed

queries on the repository for each included project to extract

data about core, periphery, and OTC contributors.

After mining the data, we stored the information in a

spreadsheet for each project. Some projects did not follow a

standard format. Therefore, where necessary, we cleaned the

data before inserting into the spreadsheet to ensure a consistent

format across all projects. During the cleaning process, we

did not lose or change any data. We just reformatted to match

our consistent format. For analysis, we used some built in

Excel functions (e.g. AVERAGE and SUM) along with more

complex analyses in SPSS.

VI. RESULTS

We organize the results discussion around the four primary

themes in the data, which cover the five research questions.

For all statistical analyses comparing the distribution across the

three groups (Core, Periphery, and OTC), we use a repeated-

measures one-way ANOVA. We chose the repeated-measures

ANOVA because the values for Core, Periphery, and OTC all

come from the same projects. After each repeated-measures

ANOVA, we use the repeated-measures pair-wise t-test to per-

form the post-hoc comparisons between each pair of contribu-

tor groups. We used the bonferroni correction on the pair-wise

t-test to reduce the chances of detecting spurious results. None

of the response variables are normally distributed. Therefore,

prior to performing the statistical analyses, we performed a log

transformation on the data. For transparency, we have made

all our raw data and analysis scripts available online.1

A. Patch size

RQ1 focused on understanding the size of the changes

made by each type of contributor. We calculated patch size

by measuring the number of lines changed (inserted and

deleted) in the patch. We computed the patch size for both

merged (accepted) and abandoned (rejected) patches, in order

to capture the total effort a contributor makes to the project,

regardless of acceptance. As we show in Figure 1, there is a

general decreasing trend in patch size as we move from core
contributors to peripheral contributors to OTCs.

This result is not surprising given the nature of FLOSS

projects. Core contributors usually have enough privilege to

introduce new modules or features directly, which typically

require larger patches. The core contributors may additionally

be the founders of the project, and therefore have made

relatively large commits when setting up the project. Peripheral

contributors and OTCs make most of their contributions to fix

bugs or edit smaller features, which typically requires smaller

patches. As OTCs have only one patch accepted, it is even

more likely that they are not generally adding new modules

or features, so they should have a smaller average patch size.

The difference among the groups is significant (F19 =
7.0675, p = .005). The pair-wise difference between OTC and

Core is also significant (p = .003).

In a few projects, OTCs had larger patch sizes than the

peripheral or core contributors. This result may be partially due

to the fact that we are using the average patch size as a metric.

Since core members make a larger number of total commits,

the average will decrease if a large number of small commits

offset a smaller number of very large commits. Conversely,

since OTCs make only a small number of total commits, if

those commits are medium size, their overall average may be

higher. For example, in couchbase, in which the OTC average

patch size is larger than the core contributor average, the

core contributors contributed a total of 4,837,146 insertions

and 3,555,628 deletions, or 49% of all code in the project,

while the OTCs only contributed 50,777 insertions and 18,942

1http://carver.cs.ua.edu/Data/2017/ESEM OTC/
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Fig. 1. Average LOC changed per commit

Fig. 2. Percentage of total code contributed

deletions, 0.4% of all code. The OTCs only made a total of

36 submissions, but these submissions were larger, on average,

than the core submissions.

In all cases where the OTC patch size was large, there were

only a small number of OTC commits. Each submission was

larger, but, as we show in Figure 2, the total amount of code

submitted by the OTCs was still far below the total submitted

by the core contributors. On average, core developers con-

tributed 41.5% of all code, peripheral developers contributed

58.0% of all code, and OTCs contributed 0.5% of all code.

B. Decision Interval

RQ2 focuses on the speed with which a project accepts a

submitted patch. The time between when a patch is submitted

and when the decision to accept or reject it is made can

make or break a patch. As many patches need revisions, a

long delay between submission and decision may result in the

original contributor either losing interest in contributing to the

project or simply forgetting about the project and moving on to

another. Prior research has shown that smaller patches tend to

Fig. 3. Comparison of decision interval across developers in seconds

be accepted more quickly [14]. However, other research also

shows that peripheral contributors can be neglected and have

their contributions accepted more slowly [11], [9]. While in the

discussion of RQ1 we showed that the patches submitted by

OTCs are smaller on average, the goal here is to see whether

they are accepted more quickly than others (as they would be

if patch size was the only important factor) or if prior research

holds and these OTCs are neglected as peripheral contributors.

In Figure 3 we show the average decision interval for

each project across each type of contributor. Overall, there

appears to be a trend, with core contributors having the

shortest interval, followed by peripheral contributors and

finally OTCs. While this general pattern is evident, it is not

universal across projects. For example, in the typo3 project

(the project represented by the three outliers at the top of the

figure intervals overall), the pattern is the exact opposite, with

core contributors having the longest intervals and OTCs the

shortest.

Looking at the whole sample, core contributors receive

the fastest replies (approximately 23.5 days after submission).

This result is expected because the core developers know

the project well and can likely submit their patch to the

right person so it is reviewed quickly. The average time

for a peripheral developer to receive a response is slightly

longer (approximately 29.2 days). Finally, at almost twice

the delay faced by core contributors, OTCs face the longest

interval for a decision on their submissions at approximately

46.7 days. The differences among the groups is significant

(F19 = 15.4239, p < .001). All three pair-wise differences

are significant: OTCs-core contributors (p < .001), OTCs-

peripheral contributors(p < .001), and core contributors-

peripheral contributors (p = .003).

Only in three projects do OTCs have a shorter average

decision interval than peripheral and core developers. While

these results are contrary to the earlier findings that smaller

patches get reviewed faster, it is not entirely unexpected. OTCs

are newcomers and may not know who to ask for a review [5],

[8], [11]. Additionally, some OTCs make “drive-by commits”
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and completely abandon the patch after committing it. If

the drive-by patch works and requires no changes from the

original author, it could get accepted. But if a reviewer requires

the contributor to revise the patch before accepting it, the

contributor will never reply and make the required revisions.

Instead, the committer will leave the reviewer waiting until

either the patch times out or the reviewer decides to abandon

it.

C. Comments

RQ3 focuses on the interaction between project members

and the patch submitter. It attempts to understand whether

there is a difference in the number of comments that patches

submitted by different types of contributors receive, as well

as whether there is any difference in the number of project

members that participate in the discussions about contributions

from different types of contributors. As these two factors are

linked (more contributors commenting requires more com-

ments), they are discussed together.

To gather data for these questions, we processed the repos-

itories as follows. First, we associated each comment with a

patch ID. Then, for each patch ID, we counted the comments

tagged with that ID. To compute the number of commenters,

we counted the number of unique user IDs associated with

each patch ID.

As we illustrate in Figure 4, there is a general trend

that the number of comments required to resolve a patch

submission increases as we move from core to periphery

to OTC. The difference among the groups is significant

(F19 = 10.2355, p < .001). All three pair-wise differences

are significant: OTCs-core contributors (p < .001), OTCs-

peripheral contributors (p = .04), and core contributors-

peripheral contributors (p < .001)

Similarly, as we illustrate in Figure 5, there is a general

trend that the number of project members who participate in

the discussion increases as we move from core to periphery

to OTC. The difference among the groups is significant

(F19 = 21.4452, p < .001). All three pair-wise differences

are significant (p < .005)

The patches submitted by OTCs had longer conversations

that involved more people. While this result is contrary to

our expectations, upon further reflection, it does make sense.

The comments here are comments from the code review

process about new patches. It is quite likely that other project

members already know the core contributors and trust them

to write good code, resulting in fewer review comments. Sim-

ilarly, the project members may already know the peripheral

contributors, though to a lesser extent than they know the

core contributors. Hence, peripheral contributors face a more

thorough review process than core contributors, though a less

thorough review process than OTCs. Project members likely

know very little, if anything, about the OTCs, resulting in

more thorough review discussions before accepting their code

submissions. Contrary to the result from RQ2 in which OTCs

appear ignored, this result suggests that OTCs actually receive

more attention from project members.

Fig. 4. Comparison of number of comments in the review conversations

Fig. 5. Number of repliers per conversation

RQ4 focused on how involved the original contributor is

during the review discussion. The original patch author was

only counted as a commenter if they replied on the chain.

Posting a patch generated a ‘comment,’ but as this was not a

true contribution to the conversation, these were not counted

as comments. Patch authors were considered as replying to

their patch if their ID was captured in the conversation after

the first comment.

As we show in Figure 6, the trend for this question is

the inverse of the trends regarding the number of comments

and number of repliers. Core contributors participated in the

discussion about their submitted patches 75% of the time,

peripheral members participated 70% of the time, but OTCs

only participated 61% of the time. The difference among the

groups is statistically significant (F19 = 8.46681, p = .002).

The pair-wise differences between OTCs and core contributors

(p < .001) and between OTCs and peripheral developers

(p < .001) are significant.

This result may be impacted by the presence of the “drive-

by commits” discussed earlier, where OTCs simply submit

the code commits and do not care what happens afterwards.

Another factor that might impact this result is that because
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Fig. 6. Percentage of patch authors who replied

Fig. 7. Rate at which each group of developers had their code merged versus
abandoned.

OTCs are new to the project, they may feel less comfortable

with the other project participants and be too shy to participate

in the discussion [11].

D. Abandoned and Merged Rates

To answer RQ5, we examined the merge rates of the

projects. Because core contributors are well-known by the

project, their patches are usually accepted at a higher rate

than those of peripheral contributors [2]. We would expect

patches contributed by OTCs to have the lowest acceptance

rate because (a) they are the most peripheral of peripheral

contributors and (b) they are newcomers to the project [11],

[8]. The results for this analysis (Figure 7) confirm this

expectation.

The average acceptance rate for each contributor type is:

core - 91%, periphery - 80%, OTC - 62%. The overall

average acceptance rate for all submissions was 86%, meaning

that submissions from both peripheral and OTC contributors

were accepted less frequently than the overall average. While

some projects have high OTC merge rates, only one project

breaks the pattern. In gwt, the patches submitted by OTCs are

accepted at a higher rate than those submitted by peripheral

developers. Even in this case, the patches submitted by OTCs

are still accepted less frequently than those submitted by core

contributors.

The difference between the groups is significant (F19 =
52.0501, p < .001). Similarly, all three pair-wise comparisons

are significant (p < .001). Based on these results, we can con-

clude that core contributors, peripheral contributors, and OTCs

are distinct groups within the studied FLOSS projects, at least

as it relates to the acceptance rate of their submitted patches.

As such, acceptance rate is a strong way to differentiate core,

periphery, and OTC members of a project.

Based on our definition of OTCs, while they can submit

more than one patch, only one of those patches has been

accepted (any others submitted have been rejected). Therefore,

if the accepted patch is the only one submitted by the OTCs,

then we would expect to see an acceptance rate close to 100%.

However, the acceptance rate of OTC submissions is lower

than for either core or peripheral contributors.

In order to understand this result better, we analyzed the

rejected OTCs submissions in more detail. Most OTCs, 84%,

submit exactly one patch and have had no patches rejected. Of

those OTCs who have submitted more than one patch, they

submit an average of 1.79 additional patches (for a total of

2.79 submitted patches). This rate of 1 commit accepted out

of 2.79 patches is only a 36% acceptance rate for those that

do submit more than one patch.

The most patches an OTC in our study submitted was 81

patches total, but this contributor was a clear outlier even

compared to other OTCs who submitted many patches.

VII. DISCUSSION

The results of our work provide evidence that core contrib-

utors, peripheral contributors, and OTCs are distinct groups

within FLOSS projects. As expected, the core contributors

contribute the most code and the OTCs contribute the least,

with the peripheral contributors in the middle. OTCs often

remain on the fringes of projects, where decisions on the

acceptance of their code contributions require more discussion

over longer time intervals, resulting in lower acceptance rates

compared with peripheral contributors and core contributors.

However, some OTCs simply gift their code to the project

and do not communicate with project members any further,

which may contribute to the long decision intervals and review

processes OTCs face. For all research questions, there is a

significant difference between the three groups. In addition,

for all research questions aside from RQ1 and the number

of comments on reviews, the pairwise differences between

OTCs and core and OTCs and peripheral contributors were

significant. This suggests that OTCs are a distinct group

of contributors that stand apart from core and from other

peripheral developers.

In this section, we revisit our six research questions. Using

the results described in Section VI along with previous results

from the literature, we discuss the implications of the results

for OTCs on FLOSS projects.
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RQ1: Are OTC patches smaller than other contributors’
patches?

Patch size decreases as we move from core contributors to

peripheral contributors to OTCs. The fact that core contributors

contribute the largest patches is not surprising, as core contrib-

utors often found the project [16] and often contribute entire

features or initiate development of a new feature. Similarly,

peripheral developers usually fix code, though they can also

contribute new features [9]. Project newcomers usually make

only small changes in the code and rarely contribute entire

features [13]. Therefore, it is not surprising that OTCs, as

newcomers, contribute the smallest patches.

Additionally, the OTCs who responded to the survey indi-

cated their primary motivation was fixing bugs, which are often

small fixes. While peripheral developers are also motivated

by fixing bugs, they may choose harder bugs due to their

relative higher project knowledge compared with OTCs [9],

[3]. Beyond their preference to fix bugs, OTCs’ short project

tenure may make them hesitant about committing code or un-

clear on what is appropriate in the project [6], [11], [13]. The

respondents to the motivating survey did not express hesitance

about committing code. In fact, the OTCs who responded to

the survey indicated that they had usually contributed to a

different FLOSS project previously and were familiar with

the concepts of contributing code and communicating with

fellow contributors. However, the survey respondent OTCs

did express that they had difficulties with lacking the proper

knowledge to contribute, be it knowledge about the project,

knowledge about the project’s language, or even knowledge

about coding in general [5]. Therefore, the patches submitted

by OTCs may be smaller due to a difference in expertise

between peripheral and OTC contributors, at least in terms

of expertise on the current project. Any one of these factors

working alone or in concert with other factors may lead OTCs

to contribute smaller patches than other project members.

RQ2: Are OTC patches accepted slower than other contribu-
tors’ patches?

OTCs face a significantly longer decision interval for patch

acceptance than peripheral or core contributors. OTCs on

average have an interval almost twice as long as core devel-

opers. This long delay is consistent with the survey response

that OTCs felt ignored by project members. The delay is

particularly important for FLOSS projects to address, as OTCs

are aware of and affected by this discrepancy [5]. One way

FLOSS projects could reduce this effect is to make their

submission process more transparent and make it easier for

newcomers to find a proper code reviewer [11].

This trend of a longer decision interval for OTCs is true

in all but three of the studied projects. Typo3 has the most

noticeably shorter interval for OTCs (the three outliers at the

top of Figure 3), but the mahara and coreboot projects also

exhibit shorter intervals for OTC contributions. coreboot has

the same pattern as typo3 (OTC, periphery, core), while in

mahara the pattern is OTC, core, periphery. We could not

immediately identify any unique characteristics about these

three projects that would suggest different behavior. They

are of different sizes, have different numbers of OTCs, and

different numbers of overall contributors. We need to study

these projects in more detail to understand whether there are

systematic factors which could be causing the different results.

RQ3: Do OTCs receive fewer comments and have fewer con-
tributors comment on their reviews than other contributors?

The data mining results showed that OTCs did not receive

fewer comments or have fewer commenters than core or

peripheral contributors. In fact, the OTCs had a significantly

larger number of comments and contributors on their review

threads. To understand review comments and answer RQ we

took into account three measures to capture the quality and

depth of the conversation:

• number of comments – indicates the depth of the con-

versation, with more comments indicating a deeper con-

versation and fewer comments suggesting that project

members ignored the contributor;

• number of repliers – indicates the breadth of the conver-

sation, with more replies indicating a greater interest in

the conversation by more project members; and

• whether the submitting author participated in the con-
versation – indicates the investment on the part of the

contributor, with an author who replies indicating interest

in promoting the patch and getting it merged and an

author who does not reply indicating they have lower

interest and may have abandoned the patch (discussed in

detail in answer to RQ5).

OTCs received more repliers and more comments than core

or peripheral contributors indicating that their conversations

were more in-depth. However, this result could have a negative

implication, as well. OTCs likely had longer conversations

with more people involved because the core and peripheral

contributors have more clout in the project and have less

need to explain or defend their commits. OTCs, who are not

well known to project members, appear to have to defend

their changes and explain their rationale more thoroughly.

As the trend continues from OTC to peripheral to core, with

core having the least comments and peripheral being between

the two, and all differences continue to be significant, it is

very likely that more review comments and commenters are

considered a negative factor, as core have the least when

compared to both peripheral and OTC contributors. Having

said that, it does suggest that rather than being ignored, OTCs

were actually given at least as much, if not more attention than

other project members.

This result does not suggest that project members neglected

or ignored OTCs (as the survey responses indicated). OTCs

may still feel ignored despite the more in-depth participation

in the review process if they do not receive the answers

expected. A common negative impression expressed by survey

respondents was that fellow project members were unhelpful.

While this study cannot confirm such a claim, it remains that

the OTCs may have been treated in such a way to feel ignored

despite having more ’attention.’ Also, even though there is
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more participation in the discussion, the OTCs receive the

overall results slower than the other contributors, which may

also contribute to the perception of being ignored as they wait

for comments on a submitted patch.

RQ4: Do OTCs reply to their review conversations less often
than other contributors?

OTCs participated in the discussion about their submitted

patches significantly less often than the other contributors.

This result may be caused by a lack of comfort interacting

with project members or lack of knowledge about how to

interact. Prior research has shown that newcomers have to be

socialized into FLOSS projects and face barriers related to this

socialization process [6], [3], [11].

However, the lower participation rate may also result from

the OTC’s lack of interest and may indicate that the OTC never

intended to become a long-term contributor and was only a

’drive-by’ contributer [7]. The previous survey showed that

over 60% of OTCs had nothing else to contribute or no intent

to join the project. Meanwhile, only around 10% indicated

that they faced social barriers, primarily being ignored or

facing bad attitudes from the other contributors, not a fear

of contributing or commenting to others. Because of these

observations, it seems more likely that the OTCs are not

participating in the discussion because they are not interested

in joining the project rather than because they face particular

social barriers.

While this reasoning may be true for OTCs, there remains a

significant difference between peripheral and core developers.

Peripheral developers may face the social barriers, or may be

still traveling through the socialization process [6], [11].

RQ5: Do OTCs get accepted at a lower rate than other
contributors?

OTCs and peripheral contributors have significantly lower

acceptance rates than core developers, with OTCs further

having significantly lower acceptance rates than peripheral

contributors. This result corroborates the idea that peripheral

contributors and OTCs have a more difficult time getting their

patches accepted. The fact that the core contributors have the

highest acceptance rate is not surprising. Core contributors

usually have commit access to the code, are the best-connected

project members, and know which other project members to

consult if they do not have commit privileges themselves [16].

Peripheral developers usually do not have commit access, and

might not be as certain who to contact for help. However, as

they have committed at least two patches, peripheral contribu-

tors are at least somewhat involved in the project and will have

more knowledge, in general, than an OTC, who is a newcomer.

The fact that OTCs and peripheral contributors have such

different acceptance rates is somewhat surprising, since OTCs

are a subset of peripheral contributors. However, peripheral

contributors can actually be fairly involved in the project,

with some on their way to becoming core members. While

OTCs may be similar to those peripheral developers who

have successfully contributed only a few patches, they will

likely be dissimilar from those peripheral developers who have

successfully contributed a larger number patches. OTCs are at

the very fringe of the periphery and, with only one successful

commit, are usually far from becoming core members.

As OTCs are newcomers, they may not understand the

proper code format or proper commit branch and may thus

have their submissions rejected despite the quality of their

code [3], [11]. The results of our survey supports this belief, as

the second and third most common difficulties OTCs reported

were with the process of contributing and difficulties entering

the project. There are likely other factors which influence the

low rate of OTC acceptance; however, this is the primary factor

our previous survey captured.

VIII. THREATS TO VALIDITY

This section describes the various threats to validity faced

in this study.

A. Construct threats

It is possible that the data we used to answer each research

question does not directly correspond to the construct in that

question. For example, the small size of the patches submitted

by OTCs may result from barriers in the FLOSS project rather

than because they preferred to fix small bugs. This threat is

mitigated somewhat by the previous survey study’s results.

Because we analyzed data from the same FLOSS projects

that we used to generate the pool of survey respondents in our

prior work, we can be reasonably confident that the qualitative

explanations from the survey, such as that OTCs prefer to

fix bugs, can be compared with the quantitative results from

the data mining in this paper. Because the mined data is

drawn from the same FLOSS projects used to identify survey

respondents in our previous study, we do not think there is

a serious threat of the data not corresponding to the same

phenomena in the survey results.

B. Internal threats

In designing the repository queries for each research ques-

tion, it is possible that we did not perfectly capture the data

as intended. To mitigate this threat, we pilot tested each query

on the smallest repository and manually verified the results.

However, it is still possible that the larger repositories had is-

sues that the small one did not have, or that they characterized

the repository entries differently than the smaller repository.

After examining the query results, all queries returned valid

data and a high-level inspection of the results indicated they

were reasonable. Therefore, this threat is minimal.

We also chose projects with greatly differing internal gov-

ernance and structure. This causes a threat to validity in

that there may be differences between the projects caused

by the differing internal structure rather than due to the

types of coders. However, projects with differing structures

had similar results, and the outlying projects had varying

structures. Hence, project structure was not a significant threat.

Another threat is that we may have mischaracterized some

OTCs. For example, an OTC may have contributed several
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times under different user names. Due to the large number of

data points in the sample, misidentification of a small number

of OTCs should not have effect on the overall results. If a

core or peripheral contributor made a single accepted commit

under another username, only that particular OTC would be

invalid, and thus would not significantly alter the statistical

evaluation. Furthermore, by using a different user name for

that commit, it is likely that other members of the project

would have treated them as any other newcomer. Similarly,

incorrectly identifying peripheral or core members should not

have altered the data much. The groups of core and peripheral

contributors are large enough that misidentification of a small

number would not have a significant effect on the overall

results. Overall, we are confident in the way we characterized

each group of contributors and that any mistakes did not have

any systematic impact on the results.

Another mischarcterization threat arises from our measure

for core members. Choosing percentage of overall code con-

tributed is a non-traditional approach, and may not accurately

capture the core. However, there was a clear cutoff at the

chosen percentage between groups of coders, which leads us

to believe that it was an acceptable choice for this study.

C. External Threats

Although we did our best to make the study generalizable

through mining 21 projects, these projects may not be rep-

resentative of all FLOSS projects. For example, all of our

included projects use the Gerrit code review tool and are large,

mature projects. Therefore, this study may not be generalizable

to smaller projects or to projects that do not enforce the use of

the Gerrit code review tool. However, there is nothing specific

about the Gerrit tool that impacted the results. Therefore,

FLOSS projects that used other code review tools that captured

similar metrics, should see similar results. The results may not

generalize to smaller projects, primarily because those projects

are unlikely to have a large enough set of OTCs.

IX. CONCLUSION

Core, periphery, and OTCs make up distinct groups in

FLOSS projects. Core contributors are usually treated the best,

while peripheral and OTC contributors may face obstacles in

their attempts to contribute. OTCs face the most obstacles

of all, with longer intervals for acceptance, lower acceptance

rates, and more involved patch reviews. This validates the data

we found in our survey. OTCs do face unique barriers and

stronger barriers than other peripheral contributors do; their

patches are also different from other peripheral developers.

Using this knowledge, we can work to assist OTCs and other

fringe developers in the future by lowering these barriers and

finding ways to integrate them into the periphery faster. We

can also investigate projects that differed from the trend, such

as typo3, where OTCs had the shortest interval, or couchbase,

where OTCs had larger patches, in order to determine what

these projects are doing differently and potentially understand

how to practically lower these barriers for other projects.
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