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ABSTRACT

Bug reports in a repository are generally organized line by line in
a list-view, with their titles and other meta-data displayed. In this
list-view, a concise and precise title plays an important role that
enables project practitioners to quickly and correctly digest the
core idea of the bug, without carefully reading the corresponding
details. However, the quality of bug report titles varies in open-
source communities, which may be due to the limited time and
unprofessionalism of authors. To help report authors efficiently
draft good-quality titles, we propose a method, named iTAPE, to
automatically generate titles for their bug reports. iTAPE formu-
lates title generation into a one-sentence summarization task. By
properly tackling two domain-specific challenges (i.e. lacking off-
the-shelf dataset and handling the low-frequency human-named
tokens), iTAPE then generates titles using a Seq2Seq-based model.
A comprehensive experimental study shows that iTAPE can obtain
fairly satisfactory results, in terms of the comparison with three
latest one-sentence summarization works, as well as the feedback
from human evaluation.
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1 INTRODUCTION

Bug report plays a vital role in software development. It can record
every observed unexpected behavior of the software or request
new features to enhance the current version. The quality of bug
reports has been widely concerned and studied by both industry
and academia because low-quality reports are generally consid-
ered to bring difficulties in bug understanding [5, 47], reproducing
[3], tracking [24], triage [44, 48], fixing [7, 15] and etc. A great num-
ber of works have been done to improve the bug report quality. In
practice, a commonly adopted method is to provide a report tem-
plate, in which every field has its guideline to fill in. For example,
Motzilla provides bug report guidelines for developers to follow!.

In these commonly adopted guidelines, the title of a bug re-
port, which is one of the compulsory fields, generally requires
to summarize the bug as precisely and concisely as possible. For
instance, a professional testing and QA platform, testlio, requires
that “Your title should serve as a concise summary of what the bug
is”2. Similar requirements can be found in Mozilla bug report guide-
lines: “Writing a clear summary: How would you describe the bug us-
ing approximately 10 words? This is the first part of your bug report
a triager or developer will see. A good summary should quickly and
uniquely identify a bug report.”.

For open-source communities, such as GitHub, concerns on the
quality of bug reports are even greater, because they usually re-
ceive submissions of bug reports from various levels of practition-
ers. (In GitHub, “issues” play the same role as bug reports, thus in
this paper, we will use issue and bug report interchangeably). As
a consequence, we can see many open-source projects give their
“contribution guidelines”, which explicitly require the compulsory
fields in the issue. Nowadays, we have seen open-source practition-
ers are getting more serious about the bodies of their submitted
issues. However, it seems that the quality of the issue titles
has not received enough attention. For example, the issue of
Case A in Table 1 has an acceptable body, but its title only contains

!https://developer.mozilla.org/en-US/docs/Mozilla/QA/Bug_writing_guidelines
Zhttps://testlio.com/blog/the-ideal-bug-report/



four words and barely conveys any useful information, except for
indicating that a module does not work. In contrast, an alternative
like “TensorFlow GPU requires CUDA >= 3.5 instead of described
3.0 in instructions” would be much more clear and informative.

Such phenomena are not uncommon. The possible reasons could
be various. For example, it could be due to the tight time sched-
ule of the project, which pushes developers and testers to give top
priority to the report body and finally have to submit an ad-hoc
title due to the limited time. Or, it might be due to the limited pro-
fessionalism of the external contributors who are not capable to
summarize the issues precisely and concisely. After all, for novice
practitioners, it may not be difficult to fill in the required issue tem-
plate, but it could be non-trivial to write a title for the issue in a
professional manner.

In fact, the quality of the issue title is as important as the qual-
ity of the issue body. A good title can properly summarize the core
idea from the details of the issue. It can help project maintainers
quickly comprehend the issue, such that they can assign proper la-
bels, setting priorities, or formulate a suitable bug triage strategy,
more efficiently. A concise and precise summary of the issue may
also be helpful in quickly reminding practitioners about other sim-
ilar issues, with which some fixing solutions may be referenced
or reused.? In contrast, an ad-hoc title with nearly no information,
or too much noisy information, will force practitioners to spend
more time digesting the details in the body. When crammed with
a pile of issues with ad-hoc titles, quickly sorting out their topics,
categories, priorities, etc., becomes very difficult.

Therefore, in this paper, we propose a novel method, iTAPE,
to automatically generate titles for issues. iTAPE formulates title
generation into a one-sentence summarization task as those com-
monly adopted guidelines suggest, and solves it with a sequence to
sequence (Seq2Seq) model since the Seq2Seq-based model is proper
for such a token sequence transformation task where the lengths of
the source and target sequences are different [38]. As a reminder, in
this task, there is no existing dataset with pure good-quality titled
bug reports as the learning source and benchmark. Moreover, the
low term-frequency of human-named tokens (such as identifiers
and version numbers) caused by their flexible spelling also makes
the general RNN-based Seq2Seq model that depends on repeatedly
learning within a fixed vocabulary fail on these tokens. iTAPE tack-
les these two challenges by (i) using three heuristic rules to collect
suitable samples from open-source projects to form the dataset;
and (ii) adopting the Copy Mechanism together with a newly pro-
posed method named human-named token tagging. We conduct
comprehensive experiments and have found that iTAPE can de-
liver satisfactory results. Specifically, as compared with three lat-
est methods on general title generation tasks, iTAPE can obtain
a comparable result on our task. The ablation study demonstrates
the helpfulness from sub-components of iTAPE in addressing the
above challenges. In addition, we conduct a human evaluation, in
which iTAPE receives fairly positive feedback from the volunteers.

The benefits of using iTAPE are three-fold. First, it allows practi-
tioners to focus on drafting the report body; while leaving the title
generation jobs to be done automatically. This can help to save time

3 As a reminder, we did not mean that titles are the only useful information in the
mentioned tasks.
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and meet the tight time schedule; meanwhile without sacrificing
the title quality. Secondly, iTAPE enables novice external contribu-
tors to submit issue titles in a professional style. As a consequence,
the title style in the project can be highly consistent, which is bene-
ficial to project maintenance. Thirdly, iTAPE can be used on legacy
projects. It is widely known that data in legacy projects may have
huge hidden values; however, these data could also be very “messy”
and “dirty”, and hence too expensive to process. iTAPE can be help-
ful, in terms of screening historical issues and rectifying those low-
quality titles into consistent professional style, automatically.

In summary, this work makes the following contributions:

o To the best of our knowledge, we are the first to consider
the automatic issue title generation and propose a Seq2Seq
summarization based method, iTAPE, to realize this.

We propose three heuristic rules to refine samples for both
training and evaluating issue title generation methods, with
which the first benchmark dataset is constructed for the en-
tire task.

We propose a light-weight “tagging” method, combined with
Copy Mechanism, to help model effectively process the low-
frequency human-named tokens during the title generation.
We conduct a comprehensive experimental study, including
both quantitative comparison and human evaluation. The
results show that iTAPE can obtain a comparable result as
latest one-sentence summarization works in ROUGE scores
and generate relatively good issue titles in most situations.

The rest of the paper is structured as follows. Section 2 intro-
duces the motivating examples, the problem formulation, and two
domain-specific challenges of our task. Section 3 elaborates the de-
tails of our method, iTAPE, and the solutions we design for the two
challenges. Section 4 and Section 5 describe the settings and the re-
sults of the experiment to evaluate the performance of iTAPE, re-
spectively. After that, Section 6 analyzes the threats to validity and
Section 7 discusses some related works. Finally, Section 8 draws a
conclusion and gives ideas on future work.

The replication package for this study are available online at
https://github.com/imcsq/iTAPE.

2 MOTIVATION AND PRELIMINARY

2.1 Current situation of issue titles in GitHub

Generally, a batch of issues (or bug reports) are organized line by
line in a list-view, with their titles and other meta-data (such as
status, date, authors, etc.) displayed. In this list-view, a concise and
precise issue title plays an important role that enables project prac-
titioners to quickly and correctly digest the core idea of the issue,
without carefully reading the corresponding details. As discussed
in Section 1, this is helpful in handling issues in an efficient way.
However, many authors fail to make good-quality titles to clearly
describe the core idea of the bug report in a brief and accurate way.

For example, Case A in Table 1 is issue #1440 from GitHub “ten-
sorflow” repository. It can be found that the issue title contains
only four words and barely conveys any useful information, except
for indicating that a module does not work. Actually, it would be
more clear if it expresses richer information with more words, like:
“TensorFlow GPU requires CUDA >= 3.5 instead of described 3.0 in
instructions”. Generally speaking, titles with very few words



Table 1: Some sample issue titles

Case A
Title: Cuda 3.0 not working
Body:
When installing from pip tensorflow GPU version (Linux),
minimum cuda version is 3.5.
Install instructions have been changed to:
TensorFlow GPU support requires having a GPU with
NVidia Compute Capability>=3.0
However, gpu_device.cc still requires cuda 3.5:
std::vector supported_cuda_compute_capabilit ies={ Cud-
aVersion(”3.5”), CudaVersion(”5.2”)}; (omit trivial code)

Case C
Title: To support nuxt-optimized-images module -
https://www.bazzite.com/docs/nuxt-opti mized-images/
Body:
I can’t use nuxt-optimized-images module with Sto-
rybook. The ‘include’ [query](https://www.bazzite.com/
docs/nuxt-optimized-images/usage/#include) doest not
works in Storybook component preview.
Solution 1: To detect nuxt-optimized-images module and
setup necessary webpack config.
Solution 2: To write a setup guide in the docs.

Case D
Title: Give unsaved Markdown files a title, using the first
header in the file
Body:
This feature exists in Sublime, and I think it would be use-
ful in VSC as well.
T'll often open several Markdown files without saving
them, just to keep some temporary notes, and if they are
all untitled, then it’s hard to tell them apart. But this fea-
ture has been very useful in Sublime, since it’s easy to iden-
tify them when they all have titles.(omit an image)

Collected from

1440 Collected from htty

't 'f

torybookjs/storybook/issues/ 7060 Collected from https: ’ oft/vs

Case B
Title: Combined/Complete Guide of A Certificate (without the challenge part) for peo-
ple with slow or restricted internet connection
Body:
I wish to request a feature which will benefit people with a slow, limited or restricted
internet connection, that providing a downloadedbale, combined/complete guide of a
certificate, in one HTML, pdf, epub, etc. So that people can study the complete guide
whenever and wherever possible, and then when connected, return to the normal pro-
cedure of completing each test and challenges.
This also has the potential benefit for experienced ... (omit other trivial description)
com/freeCodeCamp!freeCodeC

Collected from issues/17895

Case E
Title: RequestTaskMap consistency error: no request corresponding to task found
Body:
Whenever I kill app when API is going on then when I launch application once again
then app crashes for as loon as I try to open it. I have to delete app and install it again.
Below is the line from RequestTaskMap swift file where app crashes: Error: Fatal error:
RequestTaskMap consistency error: no request corresponding to task found.: file > (omit
lengthy path)/Project/Pods/Alamofire/Source/RequestTaskMap.s wift, line 61
Tried to Invalidate Alamofire sessions and tried to cancel requests too on application-
WillTerminate method but still issue persists.

Collected from i A ire/A 3013

are unlikely to be informative and hence may miss the cru-
cial information for understanding the bug. (And this is also
supported by Mozilla bug report guidelines, which illustrate this
point with good and bad summary examples.)

In contrast, there exist relatively long titles that are not concise
enough. Consider the example in Case B of Table 1, which is is-
sue #17895 from GitHub “freeCodeCamp” repository. By reading
the issue body, we know that it is requesting some new features.
As compared with the title in Case A, this title seems to provide
more information. However, a summary like “Provide download-
able certificate guide for bad Internet connection users” seems to
be much more clear to express the submitter’s request than the
original title. Generally, issue titles with many words are not
easy for quick digesting, and sometimes may even contain
redundant information and sidetrack issue reviewers.

Both Case A and Case B demonstrate improper length may de-
grade the quality of issue titles. Actually, the information in miscel-
laneous formats may also confuse issue reviewers. Consider Case
C of Table 1, which is issue #7060 from GitHub “storybookjs” repos-
itory. Besides textural information, this issue title contains a URL,
which requires extra burdens to read, but brings very limited
benefits in summarizing the core idea.

The above three cases show typical “low-quality” issue titles in
GitHub. In fact, they are not uncommon in GitHub. According
to our statistics on all 922730 issues we collected from popular
projects (introduced in Section 4.2), about 22% issues has a short
title with less than 5 words and about 3% issues have a lengthy title
with URLs or more than 15 words®.

There are various causes of the existence of these low-quality ti-
tles. For example, some novice contributors may fail to summarize
the issues in a precise and concise manner, due to their limited pro-
fessionalism. In contrast, some experienced contributors may draft
a very sketchy title, simply because they neglect the importance of

4According to our observation, titles with less than 5 words tend to be insufficient to
describe the bug, while titles with more than 15 words tend to be a bit redundant.

a good issue titles. Besides, with the popularity of agile program-
ming, software projects generally adopt small releases and short
iterations, and as a consequence, have very tight time schedule.
This fact may also lead to low-quality issue titles.

Therefore, it would be helpful and meaningful to have an auto-
matic title generation method. Such a method could be used in var-
ious scenarios to assist both professional and novice practitioners.
For example, it can act as a GitHub Bot. During the software devel-
opment, a contributor can focus on drafting the issue body, while
leave the title generation to this bot. If a contributor submits an is-
sue with a low-quality title, the GitHub Bot can also alert him/her
about an alternative title of better quality for replacement. More-
over, before the bug triage or during the software maintenance, we
can perform this method to scan a list of issues and improve the
low-quality titles among them in a “batch” manner. In this paper,
we propose such a novel method, namely, iTAPE, to achieve this

goal.

2.2 Problem formulation and challenges

Our method, iTAPE, formulates the automatic issue title genera-
tion into a “one-sentence summarization task”. Specifically, we
regard the body (written in Markdown) of each issue as an article
and generate title as a one-sentence summary for it. However, dif-
ferent from general summarization tasks such as news summariza-
tion that has numerous datasets and a relatively uniform term fre-
quency distribution, generating titles for issues faces two domain-
specific challenges.

Challenge 1: There does not exist an off-the-shelf sample set that
is suitable for our task.

As the first study that addresses issue title generation, there is
no prior existed issue sample (an issue sample consists of body
and title) set that is suitable for use. It is obvious that we always
need suitable samples for training. Otherwise, the process may en-
counter various problems, such as low training efficiency or fit-
ting in a wrong direction. Besides, these samples are also useful
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for evaluating the title generation method. Overall, there are two
requirements for the samples.

First, the issue titles should have good quality, from which our
iTAPE method can learn and try to generate equally good titles.
However, as shown in Section 2.1, low-quality titles are not un-
common in GitHub.

Secondly, samples should fit the context of our task. Actually,
we have observed that there exist issue titles that are NOT a one-
sentence summary of their bodies, and hence do not meet this
requirement.

Let us consider Case D in Table 1, the issue (#46204 from GitHub
“vscode” repository) title describes what the submitter wants and
its body describes why he wants this feature. In other words, the
title and the body are not in a “summary v.s. details” relation. In-
stead, the body is literally a supplementary to the title. This type
of titles may not be bad in common sense, however, it is obviously
not a suitable sample for our one-sentence summarization task.

Another type of common but unsuitable title is illustrated in
Case E of Table 1 (issue #3013 from GitHub “Alamofire” repos-
itory). In this example, the issue basically extracts a sentence
from the body as its title rather than rewrite an individual brief
sentence. Actually, this type of title is simply copying the error
message, without providing any other information. It may be ac-
ceptable in real-life practice, however, it does not fit our context of
one-sentence summarization task, either.

As a consequence, to meet the above two requirements, we need
to build a sample set by filtering those unsuitable ones, among the
data collected from open-source projects.

Challenge 2: Human-named tokens cannot be well understood
and generated by the neural model due to their low term frequency.

Human-named tokens, such as identifiers and version numbers,
can be very specific to their source bug reports, which brings count-
less distinct spellings but low term frequency over these tokens.
However, the neural model learns to understand the semantic mean-
ings of the token sequence by repeatedly tuning the parameter
weights, such as word embedding vectors, for the tokens within
the fixed vocabulary. Hence, such low term-frequency tokens are
generally not well-understood, or even encounter the “Out Of Vo-
cabulary” (OOV) problem such that they are replaced with the uni-
fied <UNK> token during processing.

Actually, human-named tokens are prevalent in our task. For
example, we found that in our dataset (introduced in Section 3.1),
about 68% issue samples contain human-named tokens, and about
23% have these tokens in their titles®. In our context, these tokens
are usually carrying critical information about their source reports.
Therefore, they should never be ignored or simply replaced with
the unified <UNK> token.

3 METHODOLOGY

In this section, we introduce our method, iTAPE, a Seq2Seq sum-
marization based Title Automatically Producing Engine for issues,
which tackles the above two challenges and aims to generate high-
quality titles for issues. As Figure 1 shows, iTAPE consists of three
major components, i.e. sample refinement module, low-frequency
token handling module, and general summarization module. The

5This result is calculated with the regular expressions in Table 2.
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first two components individually alleviate the above two chal-
lenges. Afterward, titles are summarized from the processed bodies
of the corresponding issues with the third component.

General Summarization

Sample Refinement Low-frequency Token

Handling Module

Y—&—@

Keep Suitable Issue Samples Human-named Token Tagging  Summarize with Seq2Seq
for Training and Evaluating Output: Tagged Issue Body s

Output: Refined Sample Set *
L)
@
’ AN
-
-

Copy Mechanism Processing
Output: Copy Probability Distribution

Figure 1: Architecture of iTAPE

3.1

In order to address the first challenge and build a suitable sample
set, we perform a sample refinement. Corresponding to the two
requirements, we design three heuristic rules, where Rule 1 is for
filtering low-quality samples (requirement 1); and Rule 2 and Rule
3 are for filtering the samples that do not fit the context of our
summarization task (requirement 2)°.

Refinement on samples

3.1.1 Refinement based on requirement 1. IniTAPE, we design Rule
1that specifically focuses on low-quality titles with improper length
and type of information (as shown in Case A to Case C). Accord-
ing to our observation, titles with 5~15 words are likely to have a
proper length to describe the key ideas accurately and concisely.
As a consequence, we have the following rule:

Heuristic Rule 1: Issue samples whose titles have less than 5
words, or have more than 15 words, or contain URLs, will be filtered.

3.1.2  Refinement based on requirement 2. When selecting samples
that well fit the context of our summarization task, we specifically
focus on filtering out the two types of unsuitable samples shown
in Case D and Case E.

In practice, a summarization generally borrows some of the orig-
inal words from the source text. Thus, we argue that if a title (the
summary) has a large portion (say, more than x%) of its words
missing in the body (the source text), it is unlikely to be a one-
sentence summary of the body. We use this heuristic to filter sam-
ples like Case D. According to our preliminary observation, we set
x=70. As a consequence, we have Rule 2.

Heuristic Rule 2: Issue samples whose titles have more than 70%
words missing in the bodies are not considered to be suitable samples
for our context, and will be discarded.

Furthermore, to filter out samples as Case E, we follow a heuris-
tic that if there exists a very long sub-sequence in a title (say, over
y% of the title length), such that the sub-sequence can exactly
match a part of the body, we consider this title to be directly copied

%As a reminder, these rules are never trying to cover all situations, and may also
filter out good samples. But this will not affect the validity of our method since this
step aims to obtain a relatively high-quality sample set for model learning and cross-
validation.



from the body (i.e. Case E). Based on our preliminary observation,
we set y=70. As a consequence, we have the following Rule 3.

Heuristic Rule 3: If the title of an issue sample has a sub-sequence
which can exactly match a particular part of the issue body; mean-
while, the length of the sub-sequence is over 70% of the title length
in tokens, we consider this title unsuitable for our context and hence
will be discarded.

As areminder, the above three rules can help to build both
a training set for better generation performance and a test-
ing set for more reliable evaluation results, and finally to
construct a benchmark set for the entire task.

3.2 Handling low-frequency tokens

As discussed in the second challenge, human-named tokens are

generally of high importance but low term frequency, among which
some even encounter the OOV problem. Hence, they may not be

well processed by the neural model. To help our model effectively

process these tokens, we first adopt Copy Mechanism which is a

widely used method to process the low term frequency tokens in

the general summarization task [11, 34]. And to further improve its

ability on human-named tokens, we propose a light-weight method

by adding tag tokens to store some semantic information for human-
named tokens.

3.2.1 Copy Mechanism. iTAPE uses a Seq2Seq model to under-
stand issue bodies and generate corresponding titles. However, the
basic Seq2Seq model only processes the tokens within the fixed vo-
cabulary and needs to learn repeatedly to understand them. As a
result, the basic Seq2Seq model cannot well understand and gener-
ate the low-frequency tokens due to lacking valid learning [8]. This
affects the performance of the model in our task since it can not
well serve the human-named tokens, which are actually important
and prevalent in issues but usually have low term frequency.

Copy Mechanism [11, 34] uses a Pointer Network [41] to pro-
vide another access for token generation, which allows the model
to copy tokens from the input sequence. At each decoding step,
iTAPE with the Copy Mechanism will not only try to generate a
target token from the fixed vocabulary according to its learned un-
derstanding on every token in vocabulary, but also directly copy
any necessary token from the input based on its attention over the
whole input sequence. Specifically, Copy Mechanism provides a
switch for the target token generator to combine selecting from
the fixed vocabulary and copying from the input and generate tar-
get token. The copy switch value is calculated as:

' T T T remb
Peopy = 0@ i + @ hl + 0y X[ + beopy)

ey

where h and xl.’emb denote the hidden state and input embedding
of the decoder at current timestep, respectively; ¢; denotes the
weighted sum of all encoder hidden states; ¢ denotes the sigmoid
function; and w¢, wp, wx and beopy are learnable parameters. The
probability distribution of copying tokens is calculated as:

Péopy(yi): Z (Xj-

x;=y;

@)

where y; denotes the current target token, x denotes the input body
token sequence, and o' denotes the current attention distribution
over the input sequence. The calculation of ¢; and o' and the usage
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of peopy and Popy

bution will be discussed in Section 3.3.

to combine with generation probability distri-

3.2.2 Human-named token tagging. Copy Mechanism provides the
neural model another access for human-named token generation,
however, it cannot store semantic information to understand
those tokens due to missing corresponding word embedding vec-
tors. In our context, we particularly care about the semantic infor-
mation in terms of the “type” of the human-named tokens.

A solution to this problem is to substitute these tokens with uni-
fied placeholders according to their types, for example, “id1, ..., id,”
for identifiers[43]. With those countable placeholders, the model
may store the type information of replaced human-named tokens
through embedding vectors of those placeholders. Since there is no
insertion or deletion, such substitution method can preserve the
structure of the input. However, it requires recording the relation
between the placeholders and the human-named tokens to restore
the replaced tokens after the model outputs. Moreover, though
different placeholders of one specific type should have the same
meaning, namely representing an object of this type, they may
eventually result in different effects due to the unequal training
opportunities when using this solution.

Actually, there is no explicit strict structure-preserving require-
ment in our task. Hence, rather than substitute those human-named
tokens, we propose to preserve them and insert additional “tag to-
kens” before and after each detected human-named tokens in issue
body to indicate the latent semantic meanings for them.

In this work, we focus on two types of common human-named
tokens, i.e. identifiers and version numbers. Given an issue body,
human-named tokens in these two types are detected with regu-
lar expressions in Table 2. Afterward, though there are countless
distinct spellings in identifiers and version numbers, their types
are fixed in only two options, i.e. identifiers and version numbers,
which are denoted with tag token “<I>” and “<I$>", and tag token
“<V>”and “<V$>", respectively’. The corresponding tag tokens are
then inserted before and after the associated human-named token.
Table 3 presents an example of this process.

After inserting the four tag tokens, the neural model is able to
store information for these tags through learning their word em-
beddings. Such information can indicate semantic meanings for
all the human-named tokens of their corresponding types, which
may help the model understand and copy human-named tokens.
As the original human-named tokens are preserved in the body,
the model can directly copy the target tokens without the storage
of the relation and further processing on output sequence. Since
different human-named tokens of one specific type share the same
tags, there would be no difference in what they get from their tags.
After inserting the tag tokens, the issue body is transformed into
lowercase and sent as input to the summarization model.

3.3 Summarization model

The final component of iTAPE is a model that summarizes the key
idea from lowercased issue bodies. In this work, the Attentional

"We add “$” to denote the inserted tags after the human-named tokens.



Table 2: Regular expressions for detecting the common-seen
forms of human-named tokens.

Type Regular Expression
Identifier ([A-Z]*[a-z_][a-20-9_]*)([A-Z_][a-20-9_]*)+
Version  (([vV][0-9]+)|([a-zA-Z_]*[0-9]+\w*(\.[a-zA-Z_]*[0-9]\w*)))(
Number — [\-[\w+)*

Table 3: Human-named token tagging example

Issue body BEFORE tagging;:

When I add the ad_mob ( firebase_admob : * 0.6.1 + 1) Android emula-
tor crashing before any code executes. As soon as I take it out, it works.
I tried to start LogCat, but no logs are generated (I am using VS Code
)

I have the following plugins working successfully with firebase
flutter_crashlytics : * 0.1.1

firebase_analytics : * 1.0.4

But ad_mob just won’t work.

VersionNo. (<V>, <V$>): 0.6.1, 0.1.1, 1.0.4
Identifiers (<I>, <I$>): ad_mob, firebase_admob, firebase_analytics,
flutter_crashlytics, LogCat

Issue body AFTER tagging:

When I add the <I> ad_mob <I$> ( <I> firebase_admob <I§> : » <V~
0.6.1 <V$> +1 ) Android emulator crashing before any code executes.
As soon as I take it out, it works. I tried to start <I> LogCat <I$>, but
no logs are generated (I am using VS Code )

I have the following plugins working successfully with firebase

<I> flutter_crashlytics <I$>: " <V>0.1.1 <V$>

<I> firebase_analytics <I$>: * <V> 1.0.4 <V$>

But <I> ad_mob <I$> just won’t work.

* This issue is collected from https://github.com/flutter/flutter/issues/23659.

RNN Encoder-Decoder [2, 6] is incorporated with Copy Mecha-
nism (introduced in Section 3.2.1) to be used as Seq2Seq summa-
rization model due to its widespread use in recent work [22, 43].
We use the OpenNMT-py® model implement of this architecture,
which provides a SOTA-level model setup and friendly APIs.

Specifically, the model mainly consists of four parts, i.e. encoder
network, decoder network, attention layer, and final generator. The
source sequence x = (x1, x2,...,xn, ), namely token sequence of
a lowercased tagged issue body, is sent to the encoder to generate
a set of encoding hidden vectors h = {h1, ha,...,hn, } and a vec-
tor ¢ that represent processing state of each encoding timestep and
contextual information of the whole input, respectively. Next, the
decoder receives ¢ and processes to generate the decoding hidden
vectors b’ = {h’, h’2, o hz/\lx}' Meanwhile, the attention layer re-
ceives h and hlf to calculate the attention score vector «; on source
sequence. The generator then combines it with k] to calculate the
generation probability distribution of i-th target token over the
fixed vocabulary. Specifically, we have:

P;en = sof tmax(w’(w[h}, ¢;] +b) +b")

©)

Z;\]" aj. h; is the weighed sum of encoder hidden states,

where c;

hl’. is current decoder hidden state, w, w’, b and b’ are all learnable

8https://opennmt.net/
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parameters and [, ] denotes for concatenation operation. After that,
the generator takes in the copy probability distribution (discussed
in Section 3.2.1) to obtain the final probability distribution as:

P = (1- pé‘opy)P;en +péopypéupy (4)
Finally, an ArgMax operation is performed to produce the i-th
token y;. All the output tokens consist into target sequence y =
(y1, y2, .- .,yNy) as one-sentence summarization. Here Ny denote
the length of the target sequence. When inferring, previous out-
put word 7j;_1 is input to the decoder to generate current word y;
until End-Of-Sentence token (<EOS>) is generated. When training,
the ground truth word of previous timestep y;_l is input to the de-
coder to carry teacher forcing training and thus the training loss

is computed as:

1 Ny

Loss = “No Z log p(y{lys. - - y{_y.) ®)

¥ =1
Besides, we adopt some auxiliary methods to improve general
performance. We use the long short-term memory (LSTM) cell as
RNN cell due to its outstanding performance on remembering in-
formation in past timesteps [28]. Bidirectional LSTM is used in the
encoder and unidirectional LSTM is used in the decoder. To accel-
erate model convergency, the pre-trained GloVe vectors [30] have
been used as initial word embedding weights. GloVe vectors are
trained on general news corpus and thus express some contextual
semantic meaning of tokens. Adam optimizer [16] with automatic
learning rate warmup and decay is applied to steady the gradient
descending process [40]. The encoder and the decoder share the vo-
cabulary and the word embeddings to alleviate the learning task.
During inferring, beam search is used to select the best output, and
the ngram repetition block is applied to avoid repeating phrases as

suggested in [29].

4 EXPERIMENT DESIGN AND SETUP

4.1 Research questions and protocols

In this work, we will investigate three research questions (RQs) to
evaluate the performance of iTAPE, as follows.

ROQ1: Given an issue body, is our method capable to generate a title
similar to the human-written one of good quality? This RQ aims to
provide a quantitative and objective study to evaluate the overall
performance of iTAPE.

RQ2: How useful are the components of iTAPE in addressing the
two challenges? This RQ aims to provide an ablation study, to deeply
understand the helpfulness of our proposed methods in addressing
the two challenges in Section 2.2. Specifically, we have:

e RQ2.1: How effective is the sample refinement method?
e RQ2.2: How effective is the human-named tokens solution?

RQ3: From a practitioner’s perspective, how good are the titles
generated by iTAPE? As a method aiming to facilitate human prac-
titioners, we are interested to know the actual feedback from users.
Thus, we have RQ3 to provide a human-study.

4.1.1
tion to evaluate the performance of iTAPE working on our dataset.
We adopt ROUGE [18] as the metric. ROUGE is a prevalent metric to
measure the performance of the summarization system. We use the

Cross-validation. To address RQ1, we conduct cross valida-



implement from PyPI°. It contains three sub-metrics, i.e. ROUGE-
1, ROUGE-2, and ROUGE-L, which judge the quality of generated
titles based on the overlap of unigrams, bigrams and Longest Com-
mon Subsequences (LCSs) between them and their reference ti-
tles, respectively. Each sub-metric contains a P(recision) value, a
R(ecall) value, and an F1 value that combines the other two values.

4.1.2  Ablation study. To address RQ2, we perform two ablation
experiments, which is an important and commonly-used method-
ology to analyze the effectiveness of a machine learning method
[19]. They compare the performance among the complete method
and several variants that are formed through removing different
specific functional part from the proposed method. The compari-
son would distinctly reveal the benefit of each proposed design.

Firstly (RQ2.1), we focus on the effectiveness of the sample re-
finement methods on the training set. We use the training sets ob-
tained by applying different combinations of refinement rules to
train the model individually. And we compare the testing results
(in ROUGE scores) on the same refined testing set to show the dif-
ferent effectiveness of these combinations. Secondly (RQ2.2), we
compare the model performance by using our solutions and other
solutions to dealing with the low-frequency human-named tokens.
In this experiment, we adopt the Recall value of the human-named
tokens as the metric as [43] did to directly compare the model per-
formance on processing human-named tokens.

4.1.3  Survey. To address RQ3 that collects real-life feedback from
practitioners, we recruit six volunteers to participate in a survey.
These volunteers are all postgraduates in Software Engineering
with over 5 years experience in programming and using GitHub.
We deliver a tutorial to the volunteers before the survey to inform
them the basic protocols. Overall, we want to complete two types
of comparisons through the survey: (1) for issues whose original
titles are in low quality, whether iTAPE can generate better titles;
and (2) for issues whose original titles are in good quality, whether
iTAPE can generate equally good titles.

To this end, we randomly pick up 100 issues with low-quality
titles and 100 issues with good-quality titles, mix them together!®
, and run iTAPE on them. In total, we have 200 original titles (de-
noted as T"={t‘1’, t‘z), el tgoo}) and 200 titles generated by iTAPE
(denoted as Ti={ti,t£,..., t;oo}). These issues are randomly as-
signed to our volunteers. For each issue k, its body and associated
tl?: and tli< are presented, but without showing the source of the ti-
tles. Volunteers are asked to review each issue body carefully and
perform a blind evaluation on the two titles. Their evaluation in-
cludes both a quantitative scoring and an explanation. They are
first asked to score the titles for each assigned issue, as follows:

e 2: EXCELLENT. This title could be directly used as ultimate
title for the content without modification.

e 1: GOOD. This title clearly reflects the key idea of the issue
but suffers from slight incompletion, repetition or grammar
problem. It could be published after a few changes.

e 0: BORDERLINE. This title catches the correct topic of the
content, but either misses necessary details or expresses in

“https://pypi.org/project/rouge/
10Samples in good-quality are randomly picked from the refined testing set; and sam-

ples in low-quality are randomly picked from those whose titles have improper length
or type of information. The feature of title quality will be hidden during the survey.
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disorder expression or poor grammar. Users can finish the
ultimate title based on it, but many modifications are needed.

e -1: BAD, this title doesn’t reflect the key idea of the content
and developers need to rewrite an appropriate title.

By comparing the scores on T° and T*, we will know whether
iTAPE is good enough.

In addition, volunteers are asked to give supportive reasons for
their scoring, by explicitly pointing out from which aspects the
title does well or bad. To simplify the survey, we inquire about
the advantages when the title is no worse than “GOOD” and the
disadvantages in other cases. In this study, we consider candidate
supportive reasons from the following aspects:

e Relevance, if this title reveals correct and sufficient details
and the key idea of the bug.

e Conciseness, if this title contains little unnecessary info and
expresses the key idea in brief sentence.

o Expressiveness, if this title describes the fact in a fluent way.

To summarize, we give a complete sample survey in Table 4.

4.2 Data preprocessing

In this study, we choose GitHub as our data source because of
its popularity and diversity on users and issue title qualities. We
picked up the top 200 starred repositories and collected 922730
issues written in English from them!!. Before applying the three
heuristic rules in Section 3.1, we perform a preprocessing on the
collected issues, as follows.

1) Issues whose bodies have improper length are discarded: On
one hand, the issue with a short body tends to fail in describing
the bugs in detail. Without enough information, it is unrealistic to
generate a title. On the other hand, lengthy issue bodies usually
contain long codes or logs outside the Markdown code field as ma-
jority content according to our observation. These codes and logs
bring complexities for processing but are formidable to replace ac-
curately due to diverse forms of programming languages and log-
ging formats. Therefore, we discard the issues whose pure textual
bodies have less than 30 or more than 300 tokens to avoid the sam-
ples with improper body length.

2) Issues whose bodies may include HTML tags outside the Mark-
down code field are discarded: Some issue bodies contain HTML
tags, such as “<a href="xxx’/>" and “<span>...</span>", outside the
Markdown field. Their pattern can be formulated as “<["<]+?>".
These HTML tags are usually used to beautify the content. They
do not carry crucial information and bring complexities to process.
However, some descriptive text, such as “error thrown when b<a
and a>c”, could have a similar pattern. This makes it non-trivial
to precisely eliminate HTML tags from the bodies. Hence, in this
study, we choose to simply discard issues containing such pattern.

3) Non-textual data in issue bodies are replaced: Some issue bod-
ies contain URLs, hyperlinks, images, code snippets, and lines start
with unchecked Markdown checkbox. Though such non-textural
information is generally helpful for deeper investigation of the is-
sues, they bring many unnecessary complexities to tokenizing and
model processing. Actually, for most high-quality issue bodies, the
textual information alone is enough for summarization. Hence, we

The data were collected on 2019-12-13.



Table 4: Survey example

Original Issue Body:

I am using syncthing for two different reasons: 1.) To sync my files between my devices (PCs, Notbook, etc.) 2.) To share files with others.

The problem that often occurs is, that I would like to share a subfolder with a friend from which the parent is already synced between my devices. What I am
actually doing is, to ad a subfolder of an already added folder what results in a nested repository.

My question is, whether or not it would be an useful option for syncthing to enable user to share a subfolder of already synced folder.

Title 1: add an option to share subfolders ?

Title 2: allow to share a subfolder of an already synced folder

Q1-1: What is the score of Title 1?
A. 2: EXCELLENT. B. 1: GOOD. C. 0: BORDERLINE. D. -1: BAD.

Q1-2: What is the score of Title 2 ?
A. 2: EXCELLENT. B. 1: GOOD. C. 0: BORDERLINE. D. -1: BAD.

Q2-1: What do you think of Title 1? (multiple choices)
A. Relevance BAD. B. Conciseness BAD. C. Expressiveness BAD.

Q2-2: What do you think of Title 2 ? (multiple choices)
A. Relevance GOOD. B. Conciseness GOOD. C. Expressiveness GOOD.

* Options of Q2 vary a little bit under different answers of Q1: (i) when the answer to Q1 is “BORDERLINE” or “BAD”, the options in Q2 will be asking why it is bad, as Q2-1; (i) when the answer to Q1 is “EXCELLENT”

or “GOOD?”, the options in Q2 will be asking why it is good, as Q2-2.

** The original HTML issue body will be presented in our online voting system. Hence, the resources such as the hyperlinks and the images could be shown correctly.

*** This issue is collected from https://github.com/syncthing/syncthing/issues/940.

use regular expressions to locate these five typical types of non-
textual information and replace them with placeholders. We also
discard the samples in whose body more than half of the tokens are
such placeholders since they are not informative enough as well.

4) Beginning tag strings and emphasis flags in issue titles are re-
moved: Some issue titles start with “tag: ” or “[tag]” and then the
descriptive textual content, in which the “tag” could be issue type
(e.g. “Feature: ”, “[OSX]”, etc) or specific exception name. In this
work, we mainly concentrate on the descriptive text in the title.
Besides, some authors write Markdown emphasis flags, i.e. “*” and
“*** in their issue titles. It is unreasonable since the titles are sel-
dom parsed by Markdown interpreters. Therefore, we eliminate the
above two types of information from our sample issues.

Besides, both the bodies and the titles of these issue samples are
tokenized with NLTK toolbox!? (a Python library widely used to
tokenize software artifacts [1, 12, 22]) and transformed into lower-
case before feeding into the neural model, so that the model can
correctly recognize each token.

The necessary regular expressions used in preprocessing are
listed in Table 5. After the preprocessing, we shuffle the samples
and apply the three rules, and finally obtained 333563 samples.
These samples are split into 8:1:1 as the training set, validation set,
and testing set.

Table 5: Regular expressions for preprocessing.

Type Regular Expression or Condition
Code Snippet (2 \n)+?7
Image W[N] (+?)
HyperLink @<"N\[F2N](+?)
Line with Unchecked Box -+[]F
URL (https?|ftp)://["\s/$.2#].[*\s]*
“[Tag]” at Beginning MO\ +

“Tag: ” at Beginning 7*?: and length less than half of title length

4.3 Hyperparameter settings

In this work, we use a typical summarization model setting that
adopts one-layer 512-cell LSTM Seq2Seq network architecture and

2http://www.nltk.org
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a vocabulary of 50000 tokens as suggested in [10]. The word em-
bedding weights are 100-dimensional vectors to adapt to the pre-
trained GloVe vectors. Adam optimizer is set with £1=0.9, $2=0.999
and 8000 warmup steps. The model is trained for 25000 iterations
with a batch size of 32 to achieve convergence according to the ac-
curacy on the validation set. During inferring, the beam size of the
beam search is 10, and the bigrams repetition and the unknown
token generation are blocked.

4.4 Minimum output length threshold

According to our observation, iTAPE is apt to generate quite con-
cise titles. To better make iTAPE provide sufficient information as
humans generally do, we perform a pre-experiment on the valida-
tion dataset to find under which minimum output length (denoted
as N Otﬁlrm) setting it can generate titles most similar to human-
written ones. We investigate the trend of ROUGE F1 scores for the
titles generated by iTAPE under seven minimum output length set-
tings and found all the F1 scores first increase as Néﬁ{m increases
and then start decreasing as shown in Figure 2. The F1 scores of
ROUGE-1, ROUGE-2 and ROUGE-L reach peak at 10, 7 and 8, re-

NIhr - in later

spectively. Hence, we use the medium value 8 as N /"

experiments.

l| I| I| II II .| -I
6 8 0 11

5

31

ROUGE F1 Score
S

N

7 9 1
Minimum Output Length Threshold (tokens)

ROUGE-1F1 Bl ROUGE-2FI B ROUGE-LFI1

Figure 2: Performance of iTAPE under different minimum
output length thresholds in term of ROUGE F1 scores

5 RESULTS AND DISCUSSIONS
5.1 Cross-validation result (RQ1)

Since we are the first work for issue title generation, there is no
peer method under the same context for comparison in this task.




Hence, we use the cross-validation results of three latest works on
general title generation as references. Specifically, Zhang et al.
[45] propose to generate subjects for emails and design specific net-
work architecture to fit in their extremely abstractive task context.
Xu et al. [42] propose designs to mitigate the problem of repetitive
phrases in the news headline generation task to improve genera-
tion quality. Song et al. [35] propose methods to summarize news
into attractive and inspired headlines. As a reminder, these three
works are not suitable for issue title generation, but their perfor-
mance can properly reflect the latest satisfactory performance in
one-sentence summary generation tasks.

Due to the lack of complete data in reference works, we only
compare the ROUGE F1 scores among the four works, as shown in
Table 6.

Table 6: Cross-validation performance comparison

Method ROUGE-1F1 ROUGE-2F1 ROUGE-LF1
iTAPE 31.36 13.12 27.79
Zhang et al. [45] 26.11 11.43 25.64
Xu et al. [42] 27.92 10.27 24.03
Song et al. [35] 34.23 15.35 29.48

According to the result, we find that iTAPE has obtained a com-
parable level of ROUGE F1 scores as three latest one-sentence
summarization methods: for all the three metrics, iTAPE ranks
at the second among these four methods. This demonstrates that
iTAPE can deliver satisfactory performance on the issue title gen-
eration task, in general sense.

5.2 Ablation study conclusions (RQ2)

5.2.1 Effectiveness of the refinement method (RQ2.1). Table 7 shows
the performance of iTAPE with different training sets processed by
various combinations of refinement rules. In this study, we inves-
tigate five options of refinement on training set, namely, with no
rule, Rule 1, Rule 2, Rule 3, and all the three rules.

Table 7: Performance comparisons under different refine-
ment strategies on training samples

Refinement ROUGE-1 ROUGE-2 ROUGE-L
Strategies F1 P R F1 P R F1 P R
(%] 29.89 30.60 30.96 12.46 12.89 12.96 26.33 28.24 28.56
R1 30.05 30.57 31.27 12.55 12.92 13.11 26.47 28.20 28.83
R2 31.12 32.12 31.91 13.06 13.64 13.44 27.41 29.60 29.41
R3 30.64 31.92 30.96 12.76 13.42 12.95 27.14 29.48 28.61

R1+R2+R3 31.36 32.61 31.72 13.12 13.77 13.34 27.79 30.10 29.32

*R1, R2 and R3 refer to the proposed sample refinement rules discussed in Section 3.1.

According to the result, we find that the model trained with
full refinement (i.e. R1+R2+R3) reaches the best performance in
general as expected, although it is slightly weak on recall. More-
over, we find the model trained on the set refined with any rule
can slightly outperform the one trained on the original set. Firstly,
applying R1 individually to remove the samples with low-quality
titles brings improvement on most of the metrics. This shows its

effectiveness to avoid “garbage in, garbage out” in our learning-
based method. Then, using R2 individually brings improvement on
all metrics. This illustrates that removing the unsuitable samples
like Case D in Section 2.2 can effectively improve the efficiency of
model fitting in our task context. In the meantime, applying R3 also
brings improvement in general performance, among which the ma-
jor improvement lays in precision. This illustrates that removing
samples like Case E in Section 2.2 may help model learn to gener-
ate titles in a more concise manner. To conclude, the proposed re-
finement rules could remove different types of samples that bring
little benefit to our task target and help the model achieve good
performance in our task context.

5.2.2  Effectiveness of “low-frequency-token” resolution (RQ2.2). Ta-
ble 8 shows the performance of the model equipped with different
solutions to dealing with low-frequency human-named tokens. In
this study, we compare “not handling”, “Copy”, “Copy+Substitute”
and “Copy+Tagging”, where “Copy” refers to our method proposed
in Section 3.2.1, “Substitute” refers to the traditional method intro-
duced in the second paragraph of Section 3.2.2, “Tagging” refers to
our method proposed in the same section, and “+” means a combi-
nation of two methods.

Firstly, we notice the models with Copy Mechanism far outper-
form the one without it. We consider this is mainly because the
Copy Mechanism makes the model require less understanding of
the human-named tokens when processing them and enables the
model to process the human-named tokens outsides the fixed vo-
cabulary. This illustrates the effectiveness of the Copy Mechanism
to alleviate the deficiency caused by the low term frequency.

Afterward, we find both “Copy+Tagging” and “Copy + Substi-
tute” outperform “Copy”. Moreover, “Copy + Tagging”, which is
much more light-weight than “Copy + Substitute”, can bring (slight-
ly) greater improvement than “Copy+Substitute”. We further inves-
tigate the reason why our proposed tagging method brings more
improvement and found the imbalanced distribution of human-
named tokens may make this difference. Taking identifier as an
example, among all the issues in our dataset, about 24% issues have
only one identifier detected in their bodies, another 23% issue bod-
ies contain 2~4 distinct identifiers, and another 6% issue bodies con-
tain more than 5 distinct identifiers. This makes the training oppor-
tunity imbalance of the placeholders in the substitution method se-
vere and thus disturbs its assistant effectiveness. Meanwhile, our
proposed tagging method would not suffer from this and hence
has a relatively better effect.

Table 8: Performance comparisons under different human-
named token resolving strategies in terms of Recall

Resolving Approach Identifier Version No.
@ 38.99 26.62
Copy 55.50 41.46
Copy + Substitute 58.46 41.99
Copy + Tagging 59.20 43.33




Table 9: Sample issues with automatically generated title

Case i
Original Title: problems in firefox
Generated Title: file chooser dialog doesn’t work in firefox
Body:
In the following example, you should be able to click the photo
area or the Change Photo button to make the file chooser dialog
appear: http:/jsfiddle.net/eX4FA/

Clicking the photo in Firefox works, but clicking the Change
Photo button does nothing.

This is because in Chrome (and I assume IE), the size of the file
input element is really large and covers both the image and the
button. But using Firebug and selecting the file input element
shows that the file input element covers an area that is not very
tall. It doesn’t cover the entire photo, and none of the button.
Any suggestions on how I can make clicking the button work
in Firefox like it does in the other browsers? By the way, I'm

This works correctly in Chrome and IE, but in Firefox it doesn’t.

Case ii
Original Title: dist build only show a black screen
Generated Title: building dist on windows only shows a black
window
Body:
- OS version and name: Windows 10
- Hyper.app version: master
- Link of a Gist with the contents of your .hyper.js: Default one
- Relevant information from devtools (omit trivial code)
- The issue is reproducible in vanilla Hyper.app: N/A
## Issue
Building a dist build from the current master on Windows (Node
v6.9.0) only show a black window when run (the devtools are
working fine). Running a terminal from w/ ‘npm run app‘ works
as expected. I'm not sure if you’re already aware of this bug, but
Ifigured might as well open an issue just in case. The main error
seems to be ‘Cannot call a class as a function’, which is probably

Case iii
Original Title: improve connection to datasource lost
indicator
Generated Title: lost connection in datasource when
connection is lost
Body:
Hi, i’'m facing an issue that sometimes the connection
from my grafana to my datasource (prometheus) is lost
due to bad connection or something like that.
My problem with that is when the connection is lost
no new data will be shown and only the small spinning
wheel is showing up. But this wheel can easily overseen
which is quit bad.
So it would be great if a more visible indication for a
lost connection will be shown up. Maybe an overlay or
the that the graph is shown real empty data.
How do you think about a feature like that?

testing this in Firefox 3.6 on Mac OSX.
Collected from bl

iQuery-File-Upl

related to the build configuration.
Collected from htips:/github.com/zeit/hyper/issues/1439

Thanks

Collected from https://github.com/grafana/grafana/issues/10182

5.3 Survey feedback (RQ3)

As introduced in Section 4.1.3, we collect 100 pairs of p=<t?, t,ic>,
where the original titles ¢} are all in low-quality; and 100 pairs of
Pg=<ty, t]’;>, where the original titles ¢} are all in high-quality. Dur-
ing the survey, each pair of titles are assessed by two volunteers.
Figure 3 shows the statistics result of the 400 feedbacks.

We first investigate the feedback on the issues whose original
titles are of low quality (denoted as “Bad Case”). As shown in the
upper part of Figure 3(a), where the left and the right charts show
the votes for the original title and the iTAPE generated ones, re-
spectively. It can be found that only 29.0% (5.0%+24.0%) of the orig-
inal titles receive human scores >1 (which means that they are
considered to be of relatively good quality and could be used as ti-
tles without big modification). This situation has been significantly
improved after using iTAPE: 65.0% (20.0%+45.0%) of the titles re-
ceive scores >1. Besides, the distribution of human remarks in Fig-
ure 3(b) shows iTAPE-generated titles (the second bar from the
left in each cluster) obtain more positive remarks and fewer neg-
ative remarks when compared to original low-quality titles (the
left-most bar in each cluster). These illustrate the titles generated
by iTAPE generally have a great advantage over the original low-
quality titles and thus iTAPE could be used to improve low-quality
titles.

Then, we investigate the feedback on the issues whose original
titles are of relatively good quality (denoted as “Good Case”). As
shown in the lower part of Figure 3(a), votes of score 1 for iTAPE-
generated titles (42.5%) are very close to those for human-written
titles (42.0%). But for titles receiving the highest score, human-
written ones outperform iTAPE-generated ones (39.0% v.s. 20.5%).
Figure 3(b) shows similar results, where iTAPE-generated titles
(the right-most bar in each cluster) receive slightly less positive re-
marks than the human-written ones (the second bar from the right
in each cluster). But they also receive less negative remarks than
the human-written ones on “Conciseness-" and “Expressiveness-".

The above results show both the usefulness and the limitation
of iTAPE. On one hand, for all cases, iTAPE can deliver stable
and relatively good results with over 63.0% high scores, many
positive remarks and few negative remarks. In contrast, human-
written titles show two opposite situations. On the other hand,
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(a) Score distribution of human votes. Each section presents the proportion of votes
giving the corresponding score.

i
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Advantages (+) and Drawbacks (-)
M Original Title of Bad Case I Generated Title of Bad Case
M Original Title of Good Case Generated Title of Good Case

0

(b) Advantages (+) and drawbacks (-) distribution of human votes. Each bar presents
the count of the corresponding aspect.

Figure 3: Distributions of the human votes

as compared with those high-quality human-written titles, iTAPE-
generated ones show their imperfection to some extent. However,
we found that the margin between them is acceptable by consider-
ing the general performance of current headline generation meth-
ods and other NLP-based machine-generation methods.



To better illustrate the comparison, we give three examples in
Table 9. In Case i, the original title is too short and too abstract to
describe the bug and thus is considered low-quality. For this issue,
iTAPE generates a title with a comprehensive description of what
is wrong, which is obviously better for the author to express his
idea. In Case ii, the issue has a good-quality original title that de-
scribes the bug in a concise and accurate manner. Meanwhile, the
generated title fluently describes the situation with correct and suf-
ficient information. Case iii shows the limitation of iTAPE, where
the original title clearly introduces the bug. However, iTAPE mis-
takes “lost connection”, which is a common-seen bug but not the
topic of this issue, as the topic and generates a less relevant title.
The reason may be the content and the writing style of such issues
rarely appear in the training set. Since iTAPE is a learning-based
method, it then cannot well understand these issues and hence fail
on providing perfect titles.

6 THREATS TO VALIDITY

The first threat to validity is the limited number of studied repos-
itories. We only studied the top 200 starred repositories on GitHub.
However, we argue that these top-starred repositories are gener-
ally well-maintained, and usually provide standard guidelines for
issue report. Therefore, they should be able to provide sufficient
quality samples for our task, whose quality standards are also usu-
ally generalizable to other repositories. The second threat to va-
lidity is that iTAPE formulates title generation into a one-sentence
summarization task, and hence we do not consider titles like Case
D and Case E discussed in Section 2.2. Actually, there might be con-
troversy that Case D and Case E are also normal and acceptable ti-
tles. However, as introduced in the requirements from well-known
companies shown in Section 1, summarization is the most main-
stream title style. Therefore, in this work, we strictly follow this
style and focus on summarization instead of other strategies like
extraction. Another threat to validity is from human evaluation,
which may introduce bias. To guarantee that all the volunteers cor-
rectly comprehended our protocols, we delivered a tutorial before
the survey. Besides, each sample was evaluated by two volunteers
independently.

7 RELATED WORK

Applications of bug report titles. Many works adopt the bug
report title as a feature to analyze the bug reports. Sureka et al.
[37] study bug report titles to find the relation between them and
bug importance levels. Tian et al. [39] and Chaparro et al. [4] detect
the duplicated bug reports with titles as one of the features. Sun et
al. [36] and Ruan et al. [33] recover the missing link between bug
reports and commits according to their similarity, in which the bug
report title is considered one of the textual features. Some works
also analyze the effectiveness of bug reports on bug triaging [26]
and localization [27] with their titles. These works motivate our
work to improve the quality of bug report titles, which may bring
benefits to these downstream researches on bug reports.

Automated software artifacts generation. There are some pre-
vious works on the summarization of bug reports. Rastkar et al. [31,
32] build a summarizer in a supervised manner to extract sentences
as the summary. Jiang et al. [13] build a supervised method to
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summarize the bug reports with crowdsourcing elicited attributes.
Due to the lack of paragraph summaries as labels, many works
also build unsupervised methods to summarize the bug reports
based on classic unsupervised summarization methods [25], heuris-
tic rules [23], and autoencoder [17]. These works mainly generate
a paragraph of summary that usually consists of several sentences,
to formulate a brief introduction for the published reports. But our
work aims to generate a concise one-sentence summary for an is-
sue as its title. Apart from bug report summarization, some works
focus on the automated generation of commit messages [14, 20, 21,
43] and code comments [12, 46]. Besides, Liu et al. [22] adopt a
Seq2Seq model with the Pointer Generator and a Reinforcement
Learning Loss to generate descriptions for Pull Requests. Gao et
al. [9] select some appropriate features and build a Seq2Seq-based
automated app review response generator. All these studies design
automated methods to save time for practitioners or help improve
low-quality software artifacts. These studies inspire our work to
build an automated issue title generation method to help the prac-
titioners efficiently draft issue titles without sacrificing quality.

8 CONCLUSION AND FUTURE WORK

In this paper, we propose a method, iTAPE, for automatically gen-
erating titles for issues, in order to assist practitioners draft good-
quality titles efficiently. Specifically, we formulate this problem
into a one-sentence summarization task, and build a Seq2Seq based
model to complete the task. We design three heuristic rules to con-
struct the first benchmark dataset for training and evaluation. And
we also propose a light-weight tagging method, combined with
Copy Mechanism, to effectively process the low term-frequency
human-named tokens. Comprehensive experimental results show
iTAPE can deliver comparable performance as latest one-sentence
summarization works and generate most titles that meet human
approval. This work provides the first method for automated issue
title generation and verifies a preliminary validity of using a super-
vised Seq2Seq based method to achieve the goal.

In the future, we will further analyze the strength and weakness
of iTAPE with larger-scale experiment, and deeply investigate the
key characteristics of both well and poorly generated titles to im-
prove our method. We will also consider to involve more types of
information, such as the code snippets in the body and the con-
tent in linked documents, to better mine the core idea of the issue
authors and improve the quality of generated titles. In addition,
the corresponding toolkit (in Probot integrated in GitHub repos-
itories and other formats for more general bug tracking systems)
for iTAPE is under construction, such that it can automatically ana-
lyze issues and provide Just-In-Time title suggestions. This toolkit
will also help to collect feedbacks from real-life users to improve
the usability and practicality of our method.
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