A—FERRZR7ICEITS
T IIVERIRIR KR D53 h

52310233 BERuE X



= I ETIVARRIE L I
BRMLEREREICLEDETILVORETTOER M

@T»@T» @—r»@

iﬁ i& g&

. UMAERLE-ART—4 28313
. HREERBCLICET—2ORTASTET S
. HBESEEOENERNEL LTI

[1] I. Shumailov, Z. Shumaylov, Y. Zhao, N. Papernot, R. Anderson, and Y. Gal, "Al models collapse when trained on recursively generated data," Nature, vol. 631, pp. 755-
759 (2024).

2



BRI ETIEEELIT
BRMLERERTICEDETILOERATTAER

4 35
¥ =

EBRT—3IZ&oT BIZHERINDS
BEINBETIL ETIL

BESNEETIICES
BREEHBET 5
zERD I LIC
BERDEA TS




=Iﬁbas ¢ E‘Z_“ a

| ERAIDER @
« REDERT—ADNVzTLEICAREShBESICHE-T=
s RERETILOEERICERT—F2HEA
| BF—A 0N
o FIRICUNETIRELGET—F XEMY (T2 > TLNL
s BHT—2~ADIKRGEEIISEILICEETES EFEINS

ETIVEREDEREIESE > TS

[2] A. Al Mujahid, P. Chatterjee, and M. M. Imran, "Empirical study on the characteristics and evolution of Al-usage in GitHub repositories," arXiv:2606.06843 (2026).
[3] P. Villalobos, A. Ho, J. Sevilla, T. Besiroglu, L. Heim, and M. Hobbhahn, "Will we run out of data? Limits of LLM scaling based on human-generated data," in ICML '24
(2024).

4



FITHR L

| EEETIOREFE CHIELSE
« ZFHROETILAERLI-XELETTRHRZEE

HRZERSH CEICHADZHEMELA DN S

| WERBORYELTHEHRITEES

- BAFEEEAETILE

ki

ICL=-RETHBITZHER

» FEZVYESLGTHHARZERQNIEIEEHED



| BRELEETNER LB o-a—FEFERALTL
£S5 RRMEHNDH D
» FARPOFRYMNBMLTLES

c B LE A —DDE(ZHB

O— FERSHFICETLHRNEREFETOETIL
FRIE(I+ 7 ICHEREE S N T ULV LY

e OA— F&ERICLLMZRIBT 55 —XANUEML TS

e GitHUbEDY—XO—FICHZEL DEHI—FREENL TS




B - 7780—F

AHRO B
+ A—FERE RY TOETILHERKROSH
77a—F

+ I—FEFRETILZAVTCHRMUGREZEZTS
» FHRDETILOMEREZEFET 5

__1——»{>
A

@% = — 5 —
70> 7 k = —
A BX \ \ SRS R
éi\}ﬁ.:l—l\\ o/\\\\IZIIIIOI:I
J 7ar7hk
\ %
S

(RO )=a=

7



| ETL
* olmo3-32B 4
- BEFITEDAET—2HBBHAESATNS
- F—R Y=Y hiREEH

| T4ty k
« CodeSearchNet [*]
- 2019FICRESHhE=T—4
- RTF—ADOHTEREIATIDS
- BEF—HLOERERELTHE

[4] Team OLMo et al., "Olmo 3: Charting a path through the model flow to lead open-source language modeling," arXiv:2512.13961 (2025).
[5] H. Husain, H.-H. Wu, T. Gazit, M. Allamanis, and M. Brockschmidt, "CodeSearchNet challenge: Evaluating the state of semantic code search," arXiv:1909.09436 (2019).

8



| Pk

 QLoRAL®l

- LORALEANTA—BDEFILZELE-BELFEERY
* SFT

- FEHYFEBICKEZIFLA o Fa—=T08

- docstringZ AN, a—FZ#HHETH

| AR T—R &R

* temperature sampling [°]

[6] T. Dettmers, A. Pagnoni, A. Holtzman, and L. Zettlemoyer, "QLoRA: Efficient finetuning of quantized LLMs," in NeurlIPS '23 (2023).
[7] E. J. Hu, Y. Shen, P. Wallis, Z. Allen-Zhu, Y. Li, S. Wang, L. Wang, and W. Chen, "LoRA: Low-rank adaptation of large language models," in ICLR '22 (2022).
[8] L. Ouyang, J. Wu, X. Jiang, D. Almeida, C. L. Wainwright, et al., "Training language models to follow instructions with human feedback," in NeurlPS '22, pp. 27730-

27744 (2022).
[9] A. Holtzman, J. Buys, L. Du, M. Forbes, and Y. Choi, "The curious case of neural text degeneration," in ICLR '20 (2020).

9



TS

| RUFT—Y12 & 5
- ETILOMREZ 5T
-  HumanEval 20

- MBPP+ [111112]

| PPLIZ & B EFi
c PO DFRALPT SZFHET HEE
- gen_nETILTET—2DOPPLEAIE
- gen 0ETILTgen nETILIZCKBERT—4% DOPPLEAIE

« ETIVERERICK B TDELZERA

[10] M. Chen, J. Tworek, H. Jun, Q. Yuan, H. P. de O. Pinto, J. Kaplan, et al., "Evaluating large language models trained on code," arXiv:2107.03374 (2021).

[11] J. Austin, A. Odena, M. Nye, M. Bosma, H. Michalewski, D. Dohan, et al., "Program synthesis with large language models," arXiv:2108.07732 (2021).

[12] J. Liu, C. S. Xia, Y. Wang, and L. Zhang, "Is your code generated by ChatGPT really correct? Rigorous evaluation of large language models for code generation," in
NeurlPS '23 (2023).

10



ERERQ

| PPLIZ & % §¥{fli(gen10%E T)

model PPL on real data conditional data PPL distribution (gen_0 model)

4 —@— gen_n model 4.0 4
— = base

3.5 1

3.0 A1

2.5 1

ity

204
157
1.0 |

0.5 A1

0.0 -

0 1 2 3 4 5 6 7 8 9 10 10°
genera tion assistant PPL (log)

+ ERTEETIOFEPPLOBMAERTES
- ET—E3ZFALITKLKGoTWWS->HFHEY OFER
c ARITIEAHTOEILINFHERTESD
- data_0M Bdata_10TCEICIUNATEN TS >HHFRR ORI THREFEY

11

10t




ERERD

N2 FI—D 2K HFii(gend0FE T)

Benchmark performance across generations

HumanEval MBPP+
0.9 - 0751
0.70 A
0.8
a Q
5 5 0.65
o o
1] wn
0.7
0.60 A
—e— sampled pass@1 0.55 - —e— sampled pass@1
06— T T [ T |- base sampledpass@l | | | e base sampled pass@1
—-®— pass@>5 -®— pass@>5
------- base pass@5 === base pass@5
0.50 A
0 5 10 15 20 25 30 35 40 0 5 10 15 20 25 30 35 40
generation generation

 pass@5[3FE LLE & B, greedyld €0 [E] LLEEA L N
e Genl0H=YMBEEMNNET LG H>TL

12



KRR R ()

AR & D—FFE

Adjacent synthetic-dataset similarity

1.0

0.6 1
3
S
L
e
©
=
0.4 -
0.2 A
—e— Exact code match
—e— AST match (parseable pairs)
---- 0,95
0.0 1 1 1 1 1 1 1
5 10 15 20 25 30 35

Right-hand generation (gen N-1 to gen N)

13

40






& Xk

[1] I. Shumailov, Z. Shumaylov, Y. Zhao, N. Papernot, R. Anderson, and Y. Gal, "Al models collapse when trained on
recursively generated data," Nature, vol. 631, pp. 755-759 (2024).

[2] A. Al Mujahid, P. Chatterjee, and M. M. Imran, "Empirical study on the characteristics and evolution of Al-usage in
GitHub repositories," arXiv:2606.06843 (2026).

[3] P. Villalobos, A. Ho, J. Sevilla, T. Besiroglu, L. Heim, and M. Hobbhahn, "Will we run out of data? Limits of LLM scaling
based on human-generated data," in ICML '24 (2024).

[4] Team OLMo et al., "Olmo 3: Charting a path through the model flow to lead open-source language modeling,"
arXiv:2512.13961 (2025).

[5] H. Husain, H.-H. Wu, T. Gazit, M. Allamanis, and M. Brockschmidt, "CodeSearchNet challenge: Evaluating the state of
semantic code search," arXiv:1909.09436 (2019).

[6] T. Dettmers, A. Pagnoni, A. Holtzman, and L. Zettlemoyer, "QLoRA: Efficient finetuning of quantized LLMs," in NeurlPS
'23 (2023).

15



& Xk

[7] E. J. Hu, Y. Shen, P. Wallis, Z. Allen-Zhu, Y. Li, S. Wang, L. Wang, and W. Chen, "LoRA: Low-rank adaptation of large
language models," in ICLR '22 (2022).

[8] L. Ouyang, J. Wu, X. Jiang, D. Almeida, C. L. Wainwright, et al., "Training language models to follow instructions with
human feedback," in NeurlPS '22, pp. 27730-27744 (2022).

[9] A. Holtzman, J. Buys, L. Du, M. Forbes, and Y. Choi, "The curious case of neural text degeneration," in ICLR '20 (2020).

[10] M. Chen, J. Tworek, H. Jun, Q. Yuan, H. P. de O. Pinto, J. Kaplan, et al., "Evaluating large language models trained on
code," arXiv:2107.03374 (2021).

[11] J. Austin, A. Odena, M. Nye, M. Bosma, H. Michalewski, D. Dohan, et al., "Program synthesis with large language
models," arXiv:2108.07732 (2021).

[12] J. Liu, C. S. Xia, Y. Wang, and L. Zhang, "Is your code generated by ChatGPT really correct? Rigorous evaluation of large
language models for code generation," in NeurlPS '23 (2023).

16



	本編
	スライド 1: コード生成タスクにおける モデル崩壊現象の分析
	スライド 2: 背景：モデル崩壊とは
	スライド 3: 背景：モデル崩壊とは
	スライド 4: 背景：合成データ
	スライド 5: 先行研究[1] 
	スライド 6: 課題
	スライド 7: 目的・アプローチ
	スライド 8: 実験設定
	スライド 9: 実験設定
	スライド 10: 評価指標
	スライド 11: 実験結果①
	スライド 12: 実験結果②
	スライド 13: 実験結果(補)
	スライド 14: 補足資料
	スライド 15: 参考文献
	スライド 16: 参考文献


